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Due to the large amount of data to be processed by visual applications aiming at extracting high-level

understanding of the scene, low-level methods such as object detection are required to have not only

high accuracy but also low computational cost in order to provide fast and reliable information.

Training sets containing samples representing multiple scenes are used to learn object detectors that

channels is combined to capture the large variability present in these different environments. Although

this approach provides accurate detection results, it usually leads to a high computational cost. On the

other hand, if characteristics of the scene are known before-hand, a set of simple and fast computing

features might be sufficient to provide high accuracy at a low computational cost. Therefore, it is

valuable to seek a balance between these two extremes such that the detection method not only works

well in different scenarios but also is able to extract enough information from a scene. We integrate a

set of data-driven regression models with a multi-stage based human detection method trained to be

used in different environments. The regressions are used to estimate the detector response at each

stage and the location of the objects. The use of the regression models allows the method to reject large

number of detection windows quickly. Experimental results based on human detection show that the

addition of the regression models reduces the computational cost by as much as ten times with very

small or no degradation on detection accuracy.

& 2012 Elsevier B.V. All rights reserved.
1. Introduction

High accuracy and low computational cost are desirable
properties for object detection systems. The need for low compu-
tational cost is dictated by the large amount of data that needs to
be processed, i.e. object detection may be applied on thousands of
frames of a surveillance video. In general, there is a trade-off
between accuracy and computational cost, in which the achieve-
ment of higher detection speeds results in some degradation of
accuracy.

Object detectors are learned using datasets representing dif-
ferent types of scenes – e.g., indoor, outdoor, and urban – to be
as general as possible during the detection phase, so that they
can detect objects in scenes with very different characteristics.
To accomplish this, detection methods usually combine different
types of strong feature descriptors, which leads to higher compu-
tational costs. On the other hand, simpler and fewer features can
provide enough information to perform accurate detection when
scene-specific characteristics are considered during the detector
ll rights reserved.
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learning, i.e. a detector is learned to be used specifically with a
video feed from a fixed camera pointing towards a parking lot. As
a result, the computational cost of the scene-specific detector
would be lower, but it would be unlikely to work in scenes
with different characteristics due to the bias incorporated in the
training set. Therefore, it is worth seeking a balance between
learning done completely offline (and general enough to be
used in multiple environments), and learning considering specific
characteristics of a scene, so that accurate detection results can be
obtained at lower computational cost.

Aiming at reducing the computational cost without degrad-
ing accuracy, we take advantage of information collected from
the scene where the detection is being performed by incorporat-
ing low cost incremental regression models into a multi-stage
detector learned using a very general training datasets (referred
to as generic detector). The idea is to use the response of the
generic detector, considered to be accurate due to its use of strong
combination of feature descriptors, to learn such regression
models, which can then be used for rejecting a large number of
detection windows quickly.

We use the human detector proposed by Schwartz et al. [1] as
the generic detector. It is a two-stage sliding window based
detector which provides high accuracy across different datasets
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but at high computational cost. Its accuracy is due to the use of
several feature channels combined by Partial Least Squares (PLS).

Even though the generic detector is very accurate, its compu-
tational cost is high due to the large feature space considered. To
reduce this cost, Schwartz et al. [1] also proposed a two-stage
approach where the first considers only a subset of feature
descriptors. However, the computational complexity is still high;
therefore, here, we integrate regression models learned during
detection so that even fewer feature descriptors need to be used,
providing significant speed-up without reducing detection accu-
racy when compared to the generic detector.

According to experimental results based on the ETHZ pedes-
trian dataset [2], composed of three video sequences collected
from a moving platform, the integration of the regression models
with the PLS human detector provides a speed-up of approxi-
mately eight times without any degradation in detection accu-
racy; if a small decrease in accuracy is acceptable, the speed-up
reaches 9.6 times. In addition, our results show that a significant
reduction in the computational cost is due to the online learning
performed using the regression models.

This paper is organized as follows. In Section 2, a review of
works aiming at detection optimization is presented. Section 3
describes the proposed method showing how it is integrated into
the PLS human detector. Experimental results and conclusions are
presented in Sections 4 and 5, respectively.
2. Related work

Several object detection methods have been developed and
improved in the last few years, however, much research is still
necessary in order to address real applications with acceptable
speed and accuracy [3]. The methods typically have their focus
on cascade of classifiers, design of suitable features, mechanisms
for speeding-up the detection process on parallel architecture,
tracking-aided detection, and online learning aspects. In the
following paragraphs, we first describe detection methods group-
ing them according to their focus (even though some of them
might present multiple emphases) and then we contrast our
method to the described approaches.

A common approach used to optimize object detection is
based on a boosted cascade composed of weak classifiers learned
during the training phase. In their seminal work, Viola and Jones
[4] proposed a face detector based on AdaBoost [5] that combines
successively more complex classifiers in the cascade that rejects a
large number of detection windows in earlier (and faster) stages
of the cascade. More recently, Zhu et al. [6] extracted histogram
of oriented gradients (HOG) features [7] using a cascade classifier
framework obtaining real-time detection with detection accuracy
comparable to the work by Dalal and Triggs [7] at the expense of
largely increased training time. In addition, based on the covar-
iance features proposed by Tuzel et al. [8], Paisitkriangkrai et al.
[9] proposed a cascade classifier that evaluates weak classifiers
in Euclidean space instead of on the Riemannian manifold, which
results in much faster computation.

A general method for building cascade classifiers from deform-
able part models was proposed by Felzenszwalb et al. [10]. Partial
hypotheses are pruned through a sequence of thresholds com-
puted over a sample of positive examples, which theoretically
guarantees the performance of the cascade method. A cascade
detection algorithm for a general class of models is formally
defined by a grammar.

Yang et al. [11] described an approach that handles the case
in which the object detector is degraded due to a limited number
of training samples. The method employs a set of previously
trained auxiliary detector for other object categories through the
deformable part model proposed by Felzenszwalb et al. [10].
Global appearances and local components between different
categories are explored in their method.

Wu and Nevatia [12] proposed a method for integrating
multiple heterogeneous features for object detection. Cascade
detectors are learned by boosting weak classifiers. Each weak
classifier is applied to a local image region, from which three
different features are extracted, edgelet, histogram of gradient
and covariance descriptors.

A method known as WaldBoost is proposed by Šochman and
Matas [13], which integrates AdaBoost-based measurement selec-
tion and Wald’s sequential probability ratio test. Parzen windows
with proper Gaussian kernel width are used in the method to
estimate joint conditional densities of all measurements.

A boosting algorithm, called FCBoost, is proposed by Saberian
and Vasconcelos [14], where a Lagrangian cost is minimized both
for classification risk and complexity. The cascade is learned
in a holistic way, such that the method determines the optimal
cascade configuration automatically.

Lampert et al. [15] proposed a branch-and-bound scheme to
accelerate object localization based on a subwindow search to
efficiently predict the best location of an object in an image for a
number of quality functions. In related work, Lampert [16] described
a divide-and-conquer method for accelerating the evaluation of
classifier cascades for object detection. Sets of candidate regions,
in contrast to individual regions, allow large numbers of potential
locations to be discarded, reducing the computational cost as
compared to more traditional strategies of cascade object detection
evaluation, where the classifier exhaustively considers every candi-
date region in the images.

A multi-stage Monte Carlo sampling with boosting cascade
approach for pedestrian detection in images and videos was
proposed by Gualdi et al. [17]. The method incrementally esti-
mates a likelihood function and uses the response of the classifier
to refine the classifier, taking into account samples on the regions
where the objects are potentially present and avoiding search
over other regions.

Detection optimization can also be performed by developing or
changing feature descriptors so that they involve lower computa-
tional cost. Pettersson et al. [18] proposed the HistFeat to reduce
memory bandwidth for evaluating HOG features. Only one mem-
ory access is required to perform a feature evaluation, as opposed
to six to nine accesses when the features are evaluated from an
integral image. The HistFeat was subsequently extended by Overett
et al. [19] aiming at a better balance in terms of processing and
memory bandwidth. Abramson et al. [20] proposed control-points
features based on relations between sets of pixels, thus avoiding
the need to compute histograms over regions of the image. These
features are extended and called connected-control-points by
Moutarde et al. [21] by adding constraints on the location of the
points selected to be part of the relations.

A general measure of ‘‘objectness’’ trained to distinguish
windows containing an object from background windows was
proposed by Alexe et al. [22]. This approach combines in a
Bayesian framework a number of image characteristics. They
demonstrated that one of them, the closed boundary character-
istic, outperforms a saliency based on residual of images in the
spectral domain [23].

Multi-resolution image analysis has also been employed for
optimizing object detection. Using a predefined feature hierarchy,
where lower resolution features are initially used to reject the
majority of negative windows at relatively low cost, leaving a
small number of detection windows to be processed in higher
resolutions, Zhang et al. [24] used HOG features for object
detection. As a result, they achieved real-time detection with
performance comparable to that by Dalal and Triggs [7]. Not only
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using feature hierarchy but also making the spatial stride of the
sliding window search inversely proportional to features resolu-
tion, Pedersoli et al. [25] proposed a detection method that
provides even higher speed-ups since fewer detection windows
need to be considered.

A category-independent object localization method was described
by Endres and Hoiem [26], where seed regions are generated by a
hierarchical segmentation and learned affinity functions. The regions
corresponding to different objects are top-ranked through a struc-
tured learning process based on estimated boundaries, geometry,
color, and texture.

A strategy for speeding-up the image scan for object detection
using a recursive coarse-to-fine refinement and spatial con-
straints of object locations was presented by Pedersoli et al.
[27]. A pyramid of HOG features is extracted from image blocks.
The method does not need thresholds to prune object location
hypotheses. The results of the method are compared with a cascade
of multiple resolutions approach, producing slightly better perfor-
mance in speed and average-precision.

A fast pedestrian detector was described by Dollár et al. [28],
which approximates features at multiple scales, such as gradient
histograms, using a sparsely sampled image pyramid to significantly
increase the speed of an object detector with little loss in accuracy.

Other research for speeding up object detection considers
parallel architectures, such as graphics processing units (GPU).
Wojek et al. [29], Zhang and Nevatia [30], and Prisacariu and Reid
[31] implemented GPU versions of HOG detector [7]. All three
obtain detection accuracy similar to the CPU implementation, but
with significant speed-ups; for example, a speed-up of 67�was
reported by Prisacariu and Reid [31].

Tracking systems have also been employed to aid object detection.
A multi-person tracking system mounted on a mobile platform was
presented by Ess et al. [32], which integrates into a graphical model
several modules, such as appearance-based object detection, camera
position, depth estimation, and visual odometry. The geometry of the
scene and an overcomplete set of objects are first estimated, then
features are used to address object interactions, tracking, and predic-
tion. The results are evaluated on video sequences from busy
pedestrian areas. A stereo-based system for detecting, localizing,
and tracking pedestrians from a moving vehicle was proposed by
Bajracharya et al. [33]. Shape features are extracted from regions of
interest segmented from the scene and used to classify pedestrians.
The system is evaluated on ground-truthed datasets in outdoor
environments with different degrees of person density and clutter.
A multi-cue vision system for detection and tracking of pedestrians
from a moving vehicle was proposed by Gavrila and Munder [34],
which is based on a cascade of modules involving stereo-based region
of interest generation, shape-based detection, texture-based classifi-
cation and stereo-based verification. An optimization heuristic is used
to generate near-optimal parameter settings.

A tracking system, called MILTrack, based on an adaptive
appearance model was described by Babenko et al. [35]. An online
multiple instance learning approach for object detection was used
to implement the tracker, which is a variant of the AdaBoost
algorithm [5]. A similar feature selection technique developed by
Grabner and Bischof [36], but using different criteria for choosing
weak classifiers, is employed in MILTrack. The method outper-
forms the online AdaBoost and SemiBoost trackers and in some
tests outperforms or ties the FragTrack algorithm [37]. However,
the method in [36] presents the drawback of computing all
features before using the selectors to choose the feature that will
be used. Computing all features increases the computational cost.
This is avoided in the method proposed in this work.

Online learning can also be used to make detection more
accurate. The parameters of an initial (possibly weakly) trained
model are updated as detection is performed. Javed et al. [38]
proposed a co-training process to progressively label incoming data
and use it for online update a boosted classifier initially trained from
a small set of examples. Features used for classification are extracted
from principal component analysis of the appearance templates of
the training examples and stationary regions of the image are
pruned with background modeling to speed up the classification.

Li and Fei-Fei [39] described an incremental method for automatic
dataset collection and model learning based on a non-parametric
graphic model. Their approach, called OPTIMOL, learns object cate-
gory models and collects object category datasets from resources of
the Web. Wu and Nevatia [40] proposed an unsupervised learning
approach based on online boosting for cascade structure detector.
Body part detection responses are combined through an automatic
labeler, called oracle. Noise restraining schemes are employed both
in the oracle and the learning components. Kembhavi et al. [41]
proposed an incremental multiple kernel learning for object recogni-
tion. Their framework simultaneously updates the training dataset
and the weights used to combine multiple kernels.

Pang et al. [42] described a method for adapting boosting
detectors capable of handling disparities in data caused by view-
point and scene changes. Appearance variations are compensated
by shifting selected features to discriminative locations. Weight-
ing coefficients are adapted through covariate boost to enhance
the limited set of examples.

Shen et al. [43] generalized kernel-based mean shift (MS)
trackers to overcome two limitations of the traditional MS trackers,
the use of a single static image to construct a template representa-
tion and the difficulty in updating this target model. An object
representation model is trained from a large amount of data by
using a support vector machine and the tracker is implemented by
an iterative optimization scheme to maximize the classification
score. The method in [43] relies only on tracking, which is a weak
approach particularly in hard video sequences such as the ones
used in this work due to occlusion, poor quality and crowded
scenes. For this reason, the method proposed in this work relies on
detection, which can reduce the effect of most of such problems.

Jie et al. [44] described a generalization of the multi-class
multi-kernel learning (MKL) problem that allows to tune the
sparsity level of the solution to obtain nearly optimal perfor-
mance. Their algorithm, called OM-2, guarantees an error bound
on any individual data sequence.

A semi-supervised learning based on multiple graphs, named as
OMG-SSL, applied to video annotation was proposed by Wang et al.
[45]. The scheme is equivalent to first fusing multiple graphs and
then conducting semi-supervised learning on the fused graph,
such that proper weights are assigned to the edges of the graphs.
Knowledge from multiple modalities, multiple distance functions,
and temporal consistency is encoded into the graphs, whose
complementarity can be explored into a regularization framework.

Multiple kernel learning for object detection was described by
Vedaldi et al. [46], where a combination of exponential kernels is
used to capture different feature channels. A three-stage classifier
combining linear, quasi-linear, and non-linear kernel SVMs is pro-
posed. The classifier defines a discriminant function that is used
to rank candidate regions containing an instance of the object of
interest. However, the three-stage cascade resulted in a laborious
process in terms of training and testing.

Differently from most works based on online learning, that use
information extracted from the scene to improve detection accuracy
by updating an initially (possibly weakly) learned detector, we
incorporate information provided by a robust offline trained detector
to learn scene-specific regression models able to reject a large
number of detection windows quickly. Due to the reduced number
of remaining detection windows, they can be presented to a robust
detector (even though slow) and still maintain high detection
accuracy at a low computational cost. Therefore, the online learning



W. Robson Schwartz et al. / Neurocomputing 104 (2013) 35–4938
provides a mechanism for speeding-up the detection without recur-
ring directly to traditional speeding-up approaches such as cascade of
classifiers, design of suitable features, or use of parallel architecture.
Experimental results will show that the incorporation of our proposed
regression models reduces the computational cost without degrading
the detection accuracy.
Fig. 2. Steps of the PLS detector proposed by Schwartz et al. [1]. Given an input set

of detection windows, W1 , the first stage outputs the windows selected to be

considered by the second stage, W2 �W1 , the response and the features for all

input detection windows, R1ðW1Þ, F1ðW1Þ, respectively.
3. Proposed method

This section describes the proposed approach to take advan-
tage of scene specific information via training of low cost regres-
sion models guided by the two-stage PLS human detector. These
regression models can then be employed to reject a large number
of detection windows at very low computational cost. The main
idea is to learn two types of regression models: one approximates
the PLS detector responses and the second estimates human
locations. Both use only a small subset of feature descriptors, so
that a large number of detection windows can be rejected quickly
and only a small fraction need to be considered by the more
robust, but slower, generic detector.

The first regression type estimates the numerical response of the
generic detector at each stage using efficiently computable (or
previously computed) feature descriptors to reject detection win-
dows quickly. The second type is based on the observation that
when applying sliding window object detectors, multiple detection
windows located near the correct object location provide high
response (so would need to be evaluated at a next stage of processing
or filtered by non maxima suppression). Therefore, we devise a
regression model to estimate the ‘‘correct’’ bounding box position
more accurately, similar to the approach proposed by Felzenszwalb
et al. [47]. In our framework, this allows us to reject redundant
detection windows near true detections, consequently reducing the
number of windows evaluated by the generic detector.

The online data-driven regression models proposed here also
use PLS, but PLS regression instead of PLS for dimensionality
reduction of the data as done by the generic detector. Three
regression models are considered: two to estimate the generic
detector responses before each stage and one to estimate the
human location, performed right before the second stage of the
PLS detector. These regression models are learned using informa-
tion from the scene in which detection is being performed
(responses and bounding boxes locations provided by the generic
detector), as will be discussed in detail later.

The flowchart of the integrated method is shown in Fig. 1. In
this diagram, W i represents a set of detection windows, FjðW iÞ

denotes a set of feature vectors extracted from detection windows
W i, and RkðW iÞ represents the responses obtained for detection
windows Wi at the k-th stage of the generic detector. The details
of the method are described subsequently.
Fig. 1. Integration of the regression models into the PLS detector. Regression models to

II, are added before each stage and a regression to estimate the object location, the loca

the references to color in this figure caption, the reader is referred to the web version
In the remaining of this section, we first present an overview of
the PLS detector proposed by Schwartz et al. [1], used as the generic
detector, and a brief review of partial least squares regression. Then,
the data-driven optimization framework based on regression mod-
els and its integration with the PLS detector are described.

3.1. Overview of the PLS detector

The approach proposed by Schwartz et al. [1] is a two-stage
sliding window human detector based on PLS to reduce the data
dimensionality, resulting in very small feature vectors for classi-
fication. For each detection window in the image, features are
extracted using HOG [7], color frequency [1], and co-occurrence
matrices [48] and are analyzed by PLS to reduce dimensionality,
resulting in a low dimensional vector. Then, a classifier is used to
label this vector as either human or non-human.

The first stage (referred in this work to as first stage) considers a
small subset of the 170,820 features in order to reject detection
windows faster. This subset of features used for the first state
is obtained by using the variable importance on projection (VIP)

method [1]. Then, for the detection windows not rejected by
the first stage (detection windows with response higher than a
predefined threshold), the full feature set is extracted and a second
response value is obtained (this stage will be referred to as second

stage). Finally, detection windows with high responses are identi-
fied by the second stage as the location of the humans in the image.

Fig. 2 shows a diagram illustrating the flow of the PLS detector.
It is important to note that although the first stage selects a set
W2 �W1 of detection windows, the features extracted during the
first stage, F1ðW1Þ, and the responses R1ðW1Þ are available for all
detection windows, W1, considered by that stage. This informa-
tion will be used by the regression models to avoid recomputing
features for detection windows.

In this work, we consider the PLS detector as the generic
detector and we incorporate, before each stage, a PLS regression
model to approximate its responses with a low computational cost.
estimate the detector response, the response regression I and the response regression

tion regression, is incorporated right before the second stage. (For interpretation of

of this article.)
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These regressions are based on a subset of feature descriptors used
by the generic detector to exploit features already extracted.

3.2. Partial least squares regression

Partial least squares is a method for modeling relations between
sets of observed variables by means of latent variables. PLS con-
structs new predictor variables (latent variables) as linear combina-
tions of the original variables summarized in a matrix X of predictor
or independent variables (features describing a sample) and a
matrix Y of dependent variables. Detailed descriptions of the PLS
method can be found by Elden [49] and Rosipal and Kramer [50].

Let X �Rm denote an m-dimensional feature space (indepen-
dent variables) and let Y �Rl be a l-dimensional space represent-
ing l dependent variables. Let the number of samples be n. PLS
decomposes the mean-centered matrices Xn�m and Yn�l into

X ¼ TPT
þE

Y ¼UQ T
þF

where Tn�k and Un�k are matrices containing k extracted latent
vectors, matrices Pm�k and Q l�k represent the loadings, and
matrices En�m and Fn�l are the residuals.

Using the nonlinear iterative partial least squares (NIPALS)
algorithm [51], a set of weight vectors is estimated and stored in
the matrix S ¼ ðs1,s2, . . . ,skÞ, such that

½covðti,uiÞ�
2 ¼ max

JsiJ2 ¼ JciJ2 ¼ 1
½covðXsi,YciÞ�

2 ð1Þ

where ti is the i-th column of matrix T , ui the i-th column of
matrix U and covðti,uiÞ is the sample covariance between latent
vectors ti and ui. After extracting the latent vectors ti and ui,
matrices X and Y are deflated by subtracting their rank-one
approximations based on ti and ui. This process is repeated until
the desired number of latent vectors has been extracted.

The steps performed by NIPALS are shown in Algorithm 1.
NIPALS extracts one weight vector at each iteration until a pre-
defined number of weight vectors k has been reached. The loop
between lines 2 and 8 estimates the i-th weight vector si, where ui is
a n� 1 vector initialized randomly and E is a small value ðo10�6

Þ.
Lines 9–10 estimate the loadings and lines 11–12 perform a rank-
one deflation of matrices Xi and Y i to be used in the next iteration.

Algorithm 1. NIPALS algorithm.
Input: data matrix X1 ¼X, dependent variables Y1 ¼ Y ,
and number of latent vectors, p.

Output: S ¼ ðs1, . . . ,skÞ, T ¼ ðt1, . . . ,tkÞ, P ¼ ðp1, . . . ,pkÞ.

for i¼1 to k do
Fig. 3. Learning a regression model to estimate the generic detector responses

for the k-th stage. Using features extracted from the previous stage, k�1, and

responses obtained by the generic detector at the k-th stage, a regression model is
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respectively.
end
Once the low dimensional representation of the data has
been obtained by NIPALS, the regression coefficients Bm�l ¼
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ðb1,b2, . . . ,blÞ can estimated by

B¼ SðPT SÞ�1TT Y ð2Þ

The regression response for the i-th dependent variable, repre-
sented by yv

i , for a feature vector v (obtained by the feature
extraction process, described in detail in Section 4.1) is estimated as

yv
i ¼ yiþbT

i v ð3Þ

where yi is the sample mean of the i-th column of matrix Y .

It is important to point out that even though the number of
latent vectors used to create the low dimensional representation
of the data matrix X is k, Eq. (3) shows that only a single dot
product of a feature vector with the regression coefficients is
needed to obtain the response of a PLS regression model for an
dependent variable. This makes the use of PLS regression parti-
cularly fast to estimate the detector response for a detection
window when compared to the generic detector, which would
need to perform k dot products before obtaining the response,
obtained by a classifier learned in the latent space.

3.3. Data-driven detection optimization framework

As discussed earlier, our goal is to develop a framework to
optimize detection by incorporating a set of online learned
regression models based on cheap (and possibly already com-
puted) feature descriptors to increase the number of detection
windows rejected prior to expensive feature computation. This
will lead to a significant reduction in computational cost while
keeping accuracy high.

The regression models are used to accomplish two goals. First,
they are used to estimate the generic detector response at each
stage, so that detection windows with low expected response can
be quickly rejected. Second, based on the observation that multi-
ple detection windows with high response but incorrect location
tend to cluster around a true human location, regression models
are learned to estimate the correct location and size of humans.
These regression models use features already available as the
independent variables, i.e. features computed by the k-th detec-
tion stage are used to learn the regression used prior to the kþ1’st
stage. Therefore, overhead generated by feature extraction can be
largely avoided.

3.3.1. Regression to estimate the detector response

Since the goal is to estimate the detector response without
having to compute expensive features used by the generic
detector for the k-th stage, features from the previous stage are
used as independent variables. The responses of the detector at
the k-th stage are considered as dependent variables. Fig. 3
illustrates the learning process.

We now describe how the detection model used to estimate
the detector response at each stage is learned. The approach is



Fig. 4. Execution of the regression model to estimate the generic detector

response for the k-th stage. Before executing the k-th stage, features extracted

from the k�1-th stage are used to estimate the response of the generic detector at

the k-th stage. The detection windows with low response are rejected before

expensive features for the current stage need to be extracted.
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data-driven – the regression models are not learned from a
training set but from the video sequence in which the detection
is being performed. After applying the generic detection method
to the first frame of the video sequence to obtain the detector
response and the features extracted for each stage, an initial
regression model is built to estimate each stage responses.

Once the models to estimate each stage response are available,
they are used to reject detection windows before the execution
of the generic detector at a given stage, as illustrated in Fig. 4.
Note that Wrk �Wk�1. After the detector is executed, only the
responses for detection windows in the set Wrk will be available,
denoted by RkðWrkÞ. Therefore, the regression model for the k-th
stage is rebuilt by adding Fk�1ðWrkÞ and RkðWrkÞ as independent
and dependent variables, respectively (this process is shown in
Algorithm 2 for the k-th stage). Practically, a list of limited size is
considered to store samples used to build the regression model,
and when new samples are added and the size of the list exceeds
its limit, samples from older frames are discarded first. This
allows the regression model to adapt to changes (i.e. changes in
background patterns and statistics) that take place over time.
Algorithm 2. Execution of the k-th stage.
Input: Wk�1: detection windows not discarded in stage k�1.
Output: Wk: detection windows selected to be presented to the k-th stage.
for each frame of the video sequence do

1

2

3

4

5

RkðWk�1Þ’ estimate responses for windows in Wk�1 for regression coefficients bk

Wrk’ select detection windows in Wk�1 with high responses ðWrk �Wk�1Þ

RkðWrkÞ’ estimate responses of the k-th stageforwindowsWrk

Wk’ select detection windows not discarded by the k-th stage ðWk �WrkÞ

update bk using windows Wrk and responses RkðWrkÞ

�
�
�
�
�
�
�
�
�
�
�
�

end
3.3.2. Regression to estimate object location

In addition to the estimation of detector response for each
stage, we also use a regression model to predict the object
location. This allows us to reduce further the number of detection
windows that need to be considered by the generic detector at a
given stage. For this regression model, while the independent
variables are also the features extracted for the previous stage, the
dependent variables are the tuple ðDx,Dy,Dw,DhÞ, where Dx and
Dy denote the difference on the x and y axes of the centroid
of a given detection window and the correct location of the object,
and Dw and Dh denote the difference between a given detec-
tion window width and height, and the correct object size,
respectively.

Since ground truth object location is not known during the
detection for a video sequence, the correct location used to learn
the regression model is assumed to be the location specified
by the last stage of the generic detector after performing non-
maximum suppression.

The employed algorithm to learn the regression model is as
follows. After non-maximum suppression is performed on the
detection windows selected by the last stage, only the ones
with response higher than a threshold are stored in a set Wt ¼

fd1,d2, . . . ,dkg where di ¼ ðcxi,cyi,wi,hiÞ. Here, ðcxi,cyiÞ denotes its
centroid and wi, hi its width and height, respectively. Then, values
for ðDx,Dy,Dw,DhÞ of each incorrect detection window considered
by the last stage are computed and added with their respective
features to learn the regression model. Once learned, the regres-
sion model is used to estimate the correct location of objects
given a detection window locations and its features. Similar to the
regression models used to estimate detection responses, this
regression model is also updated over time.

During execution, for a set of detection windows Ws selected
from a previous stage, the features describing each detection
window diAWs are projected using the regression model and the
tuple ðDxi,Dyi,Dwi,DhiÞ is obtained. The new (and expected to be
correct) location of di is then ðcxiþDxi,cyiþDyi,wiþDwi,hiþDhiÞ.
Then, considering the new locations of the detection windows,
non-maximum suppression is conducted and the detection win-
dows with small estimated response are rejected. Note that if
non-maximum suppression were applied before correcting the
locations, fewer detection windows would be rejected because
they would be more sparsely located in the frame, as illustrated
in Fig. 5.
3.4. Integrating the regression models into the PLS detector

Now we describe how the regression models are integrated
into the PLS detector. Fig. 1, displayed earlier, shows a flowchart
of the resulting method, where the solid-black arrows describe
the path of selected detection windows and the dashed-red
arrows show the flow used to update the regression models.
The steps are sorted in an increasing order of complexity (addi-
tional features are added along the path). Detection windows
with low responses are rejected as early as possible to reduce the
computational time significantly.

The integrated detector is described as follows. First, we
construct regression models to estimate the detector response
for each stage, the response regression I to estimate the responses
of the first stage and the response regression II to estimate the
responses of the second stage. Furthermore, a regression model to
estimate the location of the objects, called the location regression,
is added right after the response regression II, so that additional
detection windows can be rejected before reaching the computa-
tionally expensive second stage.

Features extracted during the first stage are used for the
response regression II and the location regression, which avoids
extracting features to be used specifically for these two regres-
sions. However, features need to be computed to apply the
response regression I, since no features are available at this point
of the process. Therefore, a feature extraction module is added
prior to the first regression (denoted simple features). This module
extracts a very small number of features for each input detection
window (a subset of the features used in the first stage), which is
used by the response regression I to quickly reject a large number
of detection windows. Although only few features are used,
experiments show that approximately 98% of the input detection



Fig. 6. First frame of each video sequence used to evaluate the proposed method. (a) Seq. #1 (1000 frames). (b) Seq. #2 (451 frames). (c) Seq. #3 (354 frames).

Fig. 5. Location of objects (a) input frame; (b) map showing the concentration of centroid locations for detection windows selected after the first stage of the PLS detector

(regions in red show larger concentration than regions in blue); (c) concentration of the centroids after executing the regression to estimate object locations. The peaks are

located mostly at the same positions as the pedestrians are in the input frame. (For interpretation of the references to color in this figure caption, the reader is referred to

the web version of this article.)
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windows can be rejected at the response regression I without
decreasing detection accuracy when compared to the original PLS
detector.
4. Experimental results

In this section, we describe the results obtained by the
integrated detection method. After describing the experimental
setup, we analyze how often the regression models need to be
updated in order to provide a satisfactory trade-off between recall
and computational cost. Then, we evaluate the detection results
when regression models are learned offline and no updates are
performed. Finally, we evaluate a baseline approach based on a
boosting cascade and compare the detection results obtained by
the PLS human detector with our proposed integrated detection
method and analyze the rejection of detection windows and the
speed-up obtained when each regression model is incorporated
into the detection process.

4.1. Experimental setup

To evaluate our method, we use the ETHZ pedestrian dataset
[2], which is composed of three video sequences collected from a
moving platform. The first frame of each sequence is shown in
Fig. 6. These sequences contain frames of size 640�480 pixels.
For all the experiments, the detection is performed over 16 scales
to consider humans with heights between 60 and 500 pixels, with
strides of 4 pixels in the x-axis and 8 pixels in the y-axis. This
setup results in 64,292 detection windows per frame.

The features used for the integrated detector are the following.
The feature descriptors extracted for the regression response I,
referred to as F1, are HOG features computed from block sizes
of 32�32 pixels with a stride of 32 pixels, resulting in 312
descriptors per feature vector. The features, F2, extracted for the
first stage are also HOG features computed from multiple block
sizes: 16�16 and 32�32 pixels, with strides of 8 and 16 pixels,
respectively, resulting in 2210 descriptors per feature vector.
These descriptors are also used for response regression II and
the location regression. Finally, the features used for the second
stage, F3, are the same as those used by Schwartz et al. [1] (HOG,
color frequency, and co-occurrence matrices), maintaining the
original block configuration. Note that F1 � F2 � F3, therefore,
features computed earlier can be reused in later stages.

An approach to reducing the computational cost is to perform
feature selection to decrease the number of descriptors required
to be extracted. It is important to note that feature selection
would need to be performed only for the regression response I,
since the descriptors for regression response II and location
regression are available from the first stage.

Since we employ a sliding window approach to detecting
humans, even though descriptors might not be extracted for a
given location inside the detection window, the same descriptors
would need to be extracted for that location at some time
later due to a shift of the detection window. We conducted an
experiment removing half of the HOG descriptors used by the first
regression and evaluated the number of extracted descriptors and
compared that to the original number of descriptors before
removal. The number of descriptors computed was reduced only
by 15%. Therefore, due to such small savings, a feature selection
method was not employed in the regression response I.

In the generic PLS detector, a threshold is used at each stage to
reject detection windows presenting low responses (first stage
uses 0.2 and second stage 1.0). The same thresholds used for the
first and second stages are considered for the response regres-
sions I and II, respectively. For the location regression, a threshold
based on the intersection-over-union measure [52] between
detection windows is considered. If the intersection-over-union
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between two detection windows, after correcting their location
by the response, is greater than a threshold, the detection
windows with lower (expected) response are rejected. In our
experiments, we use 0.5 as this threshold.

To evaluate several aspects of the integrated method and
compare them to the original PLS detector, we consider the
following detector setups. Orig: the generic PLS detector is applied
[1]; 1reg: only the response regression I is incorporated with the
generic method; NMS: after executing the response regression I
and the first stage, non-maximum suppression is conducted
before executing the second stage; 2reg: the response regressions I
and II are incorporated with the generic detector; 3reg: the fully
integrated method is considered.

To update the regression models, a list with a fixed number of
samples is maintained. When new samples are added and the size
of the list exceeds its limits, older samples are removed. The list
for response regression I contains at most 25,000 entries; each
entry corresponds to a detection window considered by the first
stage and contains a feature vector (with 312 descriptors from F1)
and the response obtained when the corresponding detection
window was considered by the first stage. Similarly, each entry in
the list for response regression II corresponds to a detection
window considered by the second stage and contains a feature
vector (with 2210 descriptors from F2) and an associated response
obtained by evaluating the corresponding detection window at
the second stage. This list contains at most 500 entries. Finally,
the list to store samples used to learn regression location contains
at most 100 entries, each entry contains a feature vector with
2210 descriptors from F2.

We conduct evaluations with respect to computational time,
detection tradeoff, and the number of detection windows selected
to be considered at each step of the detection process. In results
depicting of computational time, the total time is divided into
overhead (time to load and rescale the images and compute the
integral representation for HOG), updating and executing the
regressions, and the first and second stages.

All experiments were conducted on an Intel Core i7-860
processor, 2.8 GHz with 4 GB of RAM running Windows 7 using
a single processor core. The method was implemented in Cþþ.
4.2. Updating the regression models

Our first experiment evaluates the frequency which the regres-
sion models are updated with, a parameter for the method.
Fig. 7. Frequency of updates for the regression models. In update10 and update20, the m

is performed every frame. (a) average computational time per frame for each setup; (b
For this experiment, we use video sequence #3 of the ETHZ
dataset to setup this parameter and then we use it in the
remaining experiments, where we consider all the three videos.

Fig. 7(a) compares the average computational time per frame
to the frequency that the response regressions are updated,
considering updates performed every frame (update1), every 10
frames (update10) and every 20 frames (update20).

Although the recall for all configurations is similar for different
values of FPPI, as shown in Fig. 7(b), the computational cost for
updating the regression models every frame is the smallest. That
is because the number of detection windows selected when the
update is performed every frame is smaller than the number of
detection windows selected when the update is performed at
every 10 or 20 frames, as shown in Fig. 8.

Based on the results shown in Fig. 7, we conclude that the best
trade-off between speed and detection results is achieved when
the regressions are updated every frame. Therefore, the regression
models will be updated every frame in the remaining experiments.
4.3. Offline learning of the regression models

This experiment aims at assessing the degradation of the
detection rates when the regression models are learned offline
using either a different video sequence or the same video sequence
(in this latter case, the regression models are not updated after few
frames to emulate an offline learning).

Fig. 9 compares online and offline learning for the regression
models. The results obtained for the three video sequences clearly
show that online learning provides higher recall for a fixed
computational cost. In addition, we can see that even when a
higher computational cost is allowed, the detection obtained with
the offline learning does not outperform the results obtained by
the online learning.

In none of the sequences online learning provides lower recall
than offline learning. However, depending on the video sequence
that the offline regression models are learned from, the detection
rates can be significantly degraded; i.e. when the regression
models are learned from sequence #1 and the detection is
performed in sequence #3, indicating that sequence #1 is not
suitable for offline learning, which might be due to the presence
of only few people on the frames used in the training. Therefore,
even though there is an overhead due learning and applying the
regressions, online learning provides consistently higher recall
and lower computational cost than offline learning.
odels are updated every 10 and 20 frames, respectively, and in update1 the update

) detection rates at fixed false positive per image.



Fig. 9. Comparison between online and offline learning of the regression models. All values for recall are obtained with FPPI fixed at 1.5. Online learning: 1reg, 2reg, and

3reg. Offline learning: learned from Seq. #1, learned from Seq. #2, and learned from Seq. #3. The x-axis shows the average time to process a frame. Multiple points in the

curves for the offline learning were obtained by changing the threshold to reject detection windows in the first stage.

Fig. 8. Number of detection windows selected by the response regression I for each frame for sequence #3.
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4.4. Baseline comparison

In this section, we compare the proposed method considering
the 1reg setup (only the regression response I is incorporated with
the two stages of the generic detector) with the boosting-based
detector proposed in [4] using the trained pedestrian detection
cascade available at [53], provided by Kruppa et al. [54]. This
cascade is composed of 30 stages and was learned to detect full
bodies. The computational cost of this cascade is very low for
rejection, and we compare our method’s computational cost at
similar detection levels.

We integrate the cascade with the generic detector to obtain
the same configuration as 1reg – that is, instead of using regres-
sion response I, we used the cascade to select the detection
windows that are considered by the first stage of the generic
detector. Since the full cascade, trained for 30 stages, provides



Table 1
Comparison between a cascade-based detector, considering multiple number of stages, and the application of the 1reg setup of the

proposed method (last column). Time represents the average processing time per frame and # windows denotes the average

number of detection windows selected per frame by the cascade or the regression response I (out of 64,292 detection windows).

Sequence Different number of stages (cascade)

5 10 15 20 25 30 1reg

Seq. #1

Recall 0.561 0.548 0.498 0.415 0.349 0.349 0.591

Time (s) 12.90 8.45 5.05 2.74 2.46 2.45 11.99

# windows 4737 1389 267 41 16 16 1497

Seq. #2

Recall 0.620 0.601 0.543 0.375 0.270 0.270 0.636

Time (s) 14.76 8.30 4.38 2.69 2.44 2.44 12.65

# windows 6728 1714 283 32 10 10 1562

Seq. #3

Recall 0.671 0.593 0.447 0.208 0.103 0.103 0.755

Time (s) 10.79 6.03 3.38 2.43 2.31 2.26 7.58

# windows 4479 1079 175 16 3 3 968

Table 2
Detection trade-off at different values of false positive per image.

Sequence FPPI Recall

Orig [1] 1reg NMS 2reg 3reg

Seq. #1 0.0 0.086 0.086 0.066 0.079 0.058

0.5 0.399 0.397 0.344 0.401 0.357

1.0 0.513 0.513 0.446 0.518 0.487

1.5 0.592 0.591 0.497 0.596 0.574

2.0 0.640 0.635 0.528 0.638 0.619

Seq. #2 0.0 0.008 0.008 0.008 0.009 0.007

0.5 0.537 0.539 0.442 0.544 0.533

1.0 0.612 0.613 0.488 0.614 0.609

1.5 0.637 0.636 0.509 0.642 0.639

2.0 0.652 0.652 0.521 0.658 0.657

Seq. #3 0.0 0.042 0.042 0.038 0.042 0.036

0.5 0.572 0.583 0.491 0.616 0.586

1.0 0.706 0.709 0.579 0.753 0.735

1.5 0.755 0.755 0.616 0.789 0.787

2.0 0.781 0.777 0.636 0.805 0.805

Fig. 10. Number of detection windows considered for each part of the integrated method when detection is performed using sequence #1.
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very low recall, we also evaluated configurations with 5, 10, 15,
20, and 25 stages.

Table 1 shows the results achieved by the cascade (as a
function of the number of stages) and our method with the 1reg

setup for the ETHZ video sequences. For the cascade, the higher
the number of stages, the lower the computational cost and recall.
The reason is that fewer detection windows are passed to the first
stage of the generic detector. Comparing the processing time and
recall, 1reg setup achieves higher recall at a lower computational
cost for all sequences.

It is also important to note that detection results achieved with
1reg are better even though the number of selected windows is
Fig. 11. Number of detection windows considered for each part of the i

Fig. 12. Number of detection windows considered for each part of the i
smaller compared to the cascade with five stages. Thus, 1reg is
more precise in its selection, which results in a lower overall
computational cost since fewer windows are passed on.

4.5. Evaluation and comparisons

Since we are proposing a framework to speed-up an existing
detection method, we compare accuracy and speed between the
PLS human detector and the integrated method described in
Section 3.4. We also evaluate the individual modules.

Table 2 compares the recall obtained by each setup when multiple
false positive per image values are considered. Figs. 10–12 compare
ntegrated method when detection is performed using sequence #2.

ntegrated method when detection is performed using sequence #3.



Table 4
Summary of the detection results. Recall is shown for FPPI fixed at 1.5.

Sequence Orig [1] 1reg NMS 2reg 3reg

Seq. #1

time (s) 50.1 12.0 3.45 8.48 5.97

recall 0.592 0.591 0.497 0.596 0.574

speed-up 1.0� 4.1� 14.5� 5.9� 8.4�

Seq. #2

Time (s) 52.4 12.6 3.57 6.57 5.42

Recall 0.637 0.636 0.508 0.642 0.639

Speed-up 1.0� 4.1� 14.6� 8.0� 9.6�

Seq. #3

Time (s) 39.5 7.59 2.81 5.12 4.43

Recall 0.755 0.755 0.616 0.789 0.787

Speed-up 1.0� 5.2� 14.0� 7.7� 8.9�
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several variations of the method, as a function of the number of
detection windows considered by each module for the three video
sequences.

Regarding the number of detection windows, Figs. 10–12 show
that the number of detection windows selected on later steps of
the detection process is reduced significantly. It is important to
observe that even though very few features are used in the
response regression I, approximately 98% of the input detection
windows are rejected at this step. This high rejection rate is
due to the online learning, which provides a way of tuning the
regressions to the environment being considered.

Table 3 shows the computational time for each variation of the
method. This table lists the time spent in each of the following
tasks: overhead, regression (update and execution), first and
second stages. The overhead is composed of the time to load
the image, rescale it to multiple scales and compute the integral
representations used to extract HOG descriptors.

Based on the results showing computational time in Table 3, it
is clear (and expected) that the second stage has the highest
computational cost – more than half of the time is spent in the
second stage. This emphasizes the importance of incorporating
the regression models before this stage to reject as many detec-
tion windows as possible. As a result, we have that the avoidance
of the second stage (the most accurate but very expensive stage)
when the detection windows are likely to be background and
running it in windows presenting some response, the method
is able to be fast but still very accurate, as shown in Table 4.
Furthermore, we also see that there is some overhead added
when more regression models are incorporated; this is mainly
due to the time required to update the models, since the time to
apply the regressions is almost constant and very small.

Besides the speed-up achieved by incorporating the regres-
sions, Table 2 shows that when the first two regression models
are considered (2reg), the recall increases for all three sequences
compared to the generic method. Therefore, even though many
fewer detection windows are being considered by the second
stage, the rejection of detection windows based on data-driven
Table 3
Computational time, in seconds, for each part of the integrated method and its

total when detection is performed for all video sequences. Sign ‘–’ indicates that

the module is not part of that setup.

Sequence Orig [1] 1reg 2reg 3reg NMS

Sequence 1
Overhead 1.25 1.27 1.37 1.24 1.27

Regression (update) – 0.53 1.15 1.42 0.52

Regression (execution) – 0.26 0.32 0.31 0.25

1st stage 14.85 0.39 0.46 0.40 0.38

2nd stage 33.98 9.54 5.18 2.60 1.04

Total time 50.08 11.99 8.48 5.97 3.46

Sequence 2
Overhead 1.36 1.40 1.41 1.41 1.38

Regression (update) – 0.56 1.17 1.54 0.55

Regression (execution) – 0.29 0.34 0.36 0.28

1st stage 15.98 0.45 0.50 0.49 0.44

2nd stage 35.11 9.95 3.15 1.62 0.92

Total time 52.45 12.65 6.57 5.42 3.57

Sequence 3
Overhead 1.26 1.22 1.22 1.24 1.24

Regression (update) – 0.50 1.05 1.39 0.51

Regression (execution) – 0.23 0.25 0.26 0.24

1st stage 14.80 0.23 0.27 0.26 0.25

2nd stage 23.47 5.41 2.34 1.27 0.58

Total time 39.53 7.59 5.13 4.42 2.82
regressions is keeping only the windows more likely to be in their
correct locations.

Table 4 summarizes the detection results showing the average
computational time per frame, the speed-up obtained compared
to the original PLS method, and the recall obtained when the FPPI
is fixed at 1.5. We see that the highest speed-up is obtained by
the method applying non-maximum suppression after the first
stage, but the reduction in recall is significant. The best trade-off
between speed-up and recall is achieved by 2reg. In addition, even
though there is a slight drop in recall, the setup 3reg achieves a
significant speed-up, providing an acceptable trade-off between
speed-up and recall when higher detection speeds are necessary.

The choice between 2reg and 3reg can be guided by the user’s
goal. If the accuracy can be slightly lower but speed is necessary,
then 3reg can be used; on the other hand, if accuracy is the most
important factor, 2reg should be considered. In any case, the
original PLS detector, which is several times slower, does not need
to be used alone since 2reg provides higher recall.

The results shown in Table 4 also provide clues regarding
drifting, a problem that occurs in approaches that performs self-
learning, such as the one proposed here. Even when three
regression models are considered (3reg), the recall is similar to
the results achieved by the generic detector (Orig), which indi-
cates that drifting is not taking place. The main reason is that the
samples used to learn the regression models need to be presented
to the corresponding stage first (to obtain the response that will
be used as dependent variable in the regression). This acts as a
filtering step which prevents poor samples to be used to learn the
regression models.

Fig. 13 compares the accuracy achieved by the proposed
method to other state of the art pedestrian detection methods.
For the comparisons, we have considered the three regression
models (3reg). The results show that the proposed method
achieves similar results compared to the original PLS approach
[1], as pointed out earlier and it is comparable to the methods
proposed by Felzenszwalb et al. [47] and by Dollar et al. [28]. In
general, the proposed method outperforms both techniques for
higher FPPI values (e.g., higher than 1.0). In addition, the proposed
method achieves higher accuracy when compared to the work
proposed by Ess et al. [2], which considers both detection and
tracking information.

Finally, regarding the computational time for the three
sequences, the method proposed by Felzenszwalb et al. [47]
achieved average of 3.06 s per frame, while the method proposed
by Dollar et al. [28] achieved 0.35 s per frame, compared to 5.52 s
per frame achieved by the three regression model (3reg) setup
for the proposed method. Even though the computational time
is higher than the times obtained by the compared approaches,
the proposed method achieves higher FPPI. In addition, when
compared to the original PLS detector (method for which the



Fig. 13. Comparisons between the proposed method and other pedestrian detection methods.
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optimization has been intended), the reduction on computational
time without accuracy reduction is clear, as shown in Table 4.
5. Conclusions

We have proposed a set of data-driven regression models to
estimate a generic detector response and person locations using
efficiently computable features. When integrated to the PLS detec-
tor, significant speed-up was obtained. The online learning per-
formed on specific scenes provided speed-up without degrading the
detection accuracy.

Even though the data-driven optimization process was
demonstrated in an integration with a two-stage detector, it can
be extended to be used in any number of stages. In addition, it
also can be integrated with other optimization approaches, such
as those based on boosted cascades, multiple resolutions, and
GPUs, described in the related works. These integrations would
provide higher speed-ups.
Acknowledgments

The authors are grateful to FAPESP, FAPEMIG, CNPq, and CAPES
for the financial support. This research was partially supported by
the ONR MURI grant N00014-08-10638.
References

[1] W.R. Schwartz, A. Kembhavi, D. Harwood, L.S. Davis, Human detection using

partial least squares analysis, in: Proceedings of the IEEE International

Conference on Computer Vision (ICCV), Kyoto, Japan, 2009.
[2] A. Ess, B. Leibe, L.V. Gool, Depth and appearance for mobile scene analysis, in:

Proceedings of the IEEE International Conference on Computer Vision (ICCV),

Rio de Janeiro, Brazil, 2007.
[3] P. Dollár, C. Wojek, B. Schiele, P. Perona, Pedestrian detection: a benchmark,

in: Proceedings of the IEEE Conference on Computer Vision and Pattern

Recognition (CVPR), San Francisco, CA, USA, 2010.
[4] P. Viola, M. Jones, Rapid object detection using a boosted cascade of simple

features, in: Proceedings of the IEEE Computer Vision and Pattern Recogni-

tion (CVPR), vol. 1, Kauai, HI, USA, 2001, pp. I-511–I-518.
[5] Y. Freund, R.E. Schapire, A decision-theoretic generalization of online learning

and an application to boosting, in: Proceedings of the Second European

Conference on Computational Learning Theory, Springer-Verlag, London, UK,

1995, pp. 23–37.
[6] Q. Zhu, M.C. Yeh, K.T. Cheng, S. Avidan, Fast human detection using a cascade

of histograms of oriented gradients, in: Proceedings of the IEEE Conference on

Computer Vision and Pattern Recognition (CVPR), vol. 2, New York, USA,

2006, pp. 1491–1498.
[7] N. Dalal, B. Triggs, Histograms of Oriented Gradients for Human Detection, in:

Proceedings of the IEEE Conference on Computer Vision and Pattern, San

Diego, CA, USA, 2005.
[8] O. Tuzel, F. Porikli, P. Meer, Human detection via classification on Riemannian

manifolds, in: Proceedings of the IEEE Conference on Computer Vision and

Pattern Recognition (CVPR), Minneapolis, MN, USA, 2007.
[9] S. Paisitkriangkrai, S. Chunhua, J. Zhang, Fast pedestrian detection using a

cascade of boosted covariance features, IEEE Trans. Circuits Syst. Video

Technol. 18 (8) (2008) 1140–1151.
[10] P. Felzenszwalb, R. Girshick, D. McAllester, Cascade object detection with

deformable part models, in: Proceedings of the IEEE Conference on Computer

Vision and Pattern Recognition (CVPR), San Francisco, CA, USA, 2010.



W. Robson Schwartz et al. / Neurocomputing 104 (2013) 35–4948
[11] K. Yang, M. Wang, X.S. Hua, S. Yan, H.J. Zhang, Assemble new object
detector with few examples, IEEE Trans. Image Process. 20 (12) (2011)
3341–3349.

[12] B. Wu, R. Nevatia, Optimizing discrimination-efficiency tradeoff in integrat-
ing heterogeneous local features for object detection, in: Proceedings of the
IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
Anchorage, AK, USA, 2008.
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