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Abstract—Pedestrian detection is a well-known problem in
Computer Vision. To improve detection, several feature descriptors have been proposed and combined. However, there are cases
where the most powerful features fail to discriminate between
false positives similar to the human body structure and actual
true positives, which is a critical problem for applications such
as surveillance, driving assistance and robotics. To address this
issue, we propose a novel approach to combine results of distinct
pedestrian detectors by reinforcing the human hypothesis. The
method is able to reduce the confidence of the false positives
due to the lack of spatial consensus when multiple detectors
are considered. Our experimental validation, performed on
three pedestrian detection benchmarks, INRIA person, ETH
and Caltech pedestrian dataset, demonstrates that the proposed
approach, referred to as Spatial Consensus (SC), outperforms
the state-of-the-art on INRIA and ETH datasets and achieves
comparable results on the Caltech dataset.

I. I NTRODUCTION
Pedestrian detection has been an active research topic in
Computer Vision, mostly because of its direct applications
in surveillance, transit safety and robotics [1]. However, this
task presents many challenges, such as occlusion, distinct
illumination conditions and variance in human appearance.
Some works have shown that the majority of recent efforts
in pedestrian detection can be attributed to the development of
feature descriptors and evidences suggest that this trend will
continue [1], [2]. In addition, several works show that feature
combination creates a more powerful descriptor, improving
detection [3], [4].
Dollár et al. [3] proposed the Integral Channel Features
(ICF), where several features are extracted using integral
images. Even though simple, ICF achieves accurate results for
object detection and it has been the most employed feature
in recent pedestrian detectors [1]. Aiming at finding human
with high discriminative power, Javier et al. [4] extracted
the HOG+LBP features of random patches inside a template
window and achieved a detector robust to partial occlusions.
Besides the development of feature descriptors, previous
works have also used high level information to refine the
detections [1], [5]. Benenson et al. [1] demonstrated that extra
information, such as context and optical flow, may improve
pedestrian detection performance. Jiang and Ma [5] fused
two detectors employing a novel non-maximum suppression
technique called weighted-NMS, based on the hypothesis that
an object is more likely to be a real object when it is detected
by two different models (e.g., different pedestrian detection
approaches). On the other hand, an object detected by a single
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Fig. 1. Detection results and their respective heat map. On the top image,
only one detector is being used to generate the heat map, but in the second and
third images, two and three detectors, respectively, are used to generate the
heat map. Each bounding box color represents the results of a distinct detector.
As can be noticed, the addition of more detectors reduces the confidence of
false positives with similar human body structure and reinforces the pedestrian
hypothesis (best visualized in color).

model is more likely to be a false positive, as illustrated on
the second column of Figure 1.
The idea proposed by Jiang and Ma [5] is the following.
If two detectors find the same object, given a determined
overlapping area, the window with lower response is discarded
and its confidence multiplied by a weight is added to the
kept window. This is powerful because in the event of a true
positive, the discarded window helps to increase the confidence
of the kept one, while in the case of a false positive, it
contributes to decrease the confidence. However, when the
windows do not overlap, their method keeps both, which might
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increase the number of false positives.
Aiming at tackling the aforementioned limitation, we propose a novel late fusion method called Spatial Consensus
(SC) to combine multiple detectors into a single detector
named root detector. The root detector is composed of virtual windows generated by aggregating detection windows
provided by multiple detectors, according to their locations
and responses. The development of our method presents two
main contributions: (1) we show that responses coming from
extra detectors provide a strong cue to improve the detection
since the spatial consensus for true positives increases their
responses while the lack of spatial consensus for false positives
helps to decrease its confidence (see the third row of Figure 1),
and (2) we demonstrate that when dealing with the late fusion
of multiple detectors, it is more appropriate to employ the
proposed approach than the suppression procedure weightedNMS described in [5].
To compare our approach with the weighted-NMS algorithm [5], we adapt the latter to enable the use of multiple
detectors. According to the experimental results, our method
reduces the false positive rate while keeping a high accuracy,
which is desirable in applications such as surveillance and
robotics [16]. In addition, the proposed method outperforms
the state-of-the-art on the INRIA and ETH datasets with a
log-average miss rate of 7.95% and 33.64%, respectively, and
achieves comparable results on the Caltech dataset, with a logaverage miss rate of 19.86%.
II. R ELATED W ORK
Following the work of Benenson et al. [1], we synthesize the
main features of each detector instead of discussing each one
individually. According to Table I, the majority of detectors
employ Integral Channel Features (ICF) [3] combined with
Adaboost algorithm [17], generally using decision stumps as
weak classifier [15], [8], [13], [7], [9], [10], [12], [11]. The
ICF-based detectors have the advantage of being extremely
fast. The main differences among them are the way the features
are preprocessed before classification, the training set used and
the ability to handle partial occlusions.
Besides the ICF-based detectors, other approaches have
achieved state-of-the-art results. Marin et al. [4] employed

the traditional HOG+LBP [18] to describe human regions
with high discriminative power by using random forests as
classifier. Furthermore, combining HOG+LBP and LUV color
channels, Costea et al. [14] generated high level visual words
named word channels, allowing detection of pedestrians with
different sizes considering a single scale image, which considerably reduces the computational cost.
Another line of research to improve pedestrian detection
is the use of high level information regarding the objects in
the scene. Such information can be obtained with the raw
response of a single detector [19] or by combining distinct detectors [20]. Schwartz et al. [19] proposed an approach to learn
a classifier using the raw responses of a general pedestrian
detector. On the other hand, Li et.al [20] combined several pretrained general object detectors, aiming at producing a more
powerful image representation.
The successful results of approaches such as in [19], [20]
rely on the hypothesis that regions containing a pedestrian have
a strong concentration of high responses, different from false
positive regions, where the responses present a large variance
(low and high responses). Similar to [19], [20], our work
captures additional information provided by a set of detectors
through a late fusion approach. However, it is simpler and
presents low computational cost since it does not require the
employment of machine learning techniques.
Combination of results obtained by multiple detectors has
also been explored for pedestrian detection [5], [21]. Ouyang
and Wang [21] proposed a method to combine multiple
detectors into a single detector to address the problem of
groups of people focusing on cases where traditional sliding
window approaches tend to fail. Similarly, Jiang and Ma [5]
combined multiple detectors via a proposed weighted-NMS
algorithm which, in contrast to the traditional non-maximum
suppression algorithms, does not simply discard the window
with the lowest score in the intersection, but uses the score
to weight the kept window. On the other hand, the method
proposed in this work targets on weight the windows of a
single detector, ensuring that false positive windows provided
by other detectors are not inserted.

III. P ROPOSED M ETHOD
This section first describes the procedure to generate the root
pedestrian detector needed to execute the SC algorithm. Then,
we describe the steps of our proposed algorithm to combine
responses of multiple detectors.
The idea behind building a root detector is to increase
the flexibility of the algorithm – this way, we do not need
specify a particular pedestrian detector as the input to the
SC algorithm (see Algorithm 1). To generate windows for
the root detector (detroot ), let us consider the set of detectors {detj }nj=1 . For a detection window wij ∈ detj with
dimensions (x, y, width, height), we search for overlapping
windows in the remaining detectors (wil , l = 1, 2, ..., k) to
create a set of windows that will be used to generate a single
window belonging to the detroot using
wiroot =

k
1X l
wi ,
k

(1)

l=1

where k is the number of overlapping windows to the window
wij . Then, we assign a constant C (for instance, C = 1) to
this novel window. This constant contains the score of this
window and its value will be updated after executing the SC
algorithm.
Now, we explain the use of responses coming from these
detectors to weight the scores of a detection, giving more confidence to candidate windows that really belong to a pedestrian
(our hypothesis is that regions containing pedestrians have
a dense concentration of detection windows from multiple
detectors converging to a spatial consensus, see Figure 1),
whereas decreasing the confidence of the false positives.
The first issue to be solved when performing detector
response combination (late fusion) is to normalize the output
scores to the same range because different classifiers usually
produce responses in their particular range. For instance, if the
classifier used by the ith detector attributes a score in the range
of [−∞, +∞] to a given candidate window and the classifier
of the jth detector attributes a score within [0, 1], the scores
cannot be combined directly. In this work, we employ the same
procedure used in [5] to normalize the scores. The procedure
steps are described as follows. First, we fix a set of recall
points, e.g, {1, 0.9, 0.8, 0.7, ..., 0}. Then, for each detector, we
collect the set of scores, τ , that achieve these recall points.
Finally, we estimate a function that projects τj onto τi .
After normalizing the scores to the same range, we combine
the candidate windows of different detectors as follows. Let
detroot be the root detector from which the window scores will
be weighted based on the detection windows of the remaining
detectors in {detj }nj=1 . For each window wi ∈ detroot , we
search for windows wj ∈ detj satisfying a specific overlap
according to the Jaccard coefficient given by
J=

area(wi ∩ wj )
.
area(wi ∪ wj )

(2)

Then, we weight wi in terms of
score(wi ) = score(wi ) + score(wj ) × J.

(3)

Algorithm 1: Spatial Consensus (SC).
input : Candidate windows in detroot
output: Updated windows of detroot
1
2
3
4
5
6
7
8
9
10
11

for j ← 1 to n do
project detj score to a new score space;
foreach wi in detroot do
foreach wj in detj do
compute overlap using Equation 2;
if overlap >= σ then
update wi score using Equation 3;
end
end
end
end

The process described above is repeated n times, where n is
the number of detectors besides the root detector. Algorithm
1 represents the aforementioned process.
Regarding the computational cost, the asymptotic complexity of our method is denoted by
O(proot ×

n
X

pj ) = O(proot × p) = O(p2 ),

j=1

where proot is the number of candidate windows of detroot , pj
denotes the number of detection windows of the jth detector
and p is the amount of all candidate windows in {detj }nj=1 .
Similarly, the approach proposed by Jiang and Ma (weightedNMS method) [5] presents complexity of O(p log p + p2 ).
Although both methods present a quadratic complexity, p is
extremely small because the traditional non-maximum suppression is employed for each detector before presenting
the candidate windows to Algorithm 1, which renders the
computational cost of both our Spatial Consensus method and
the baseline approach in [5] to be negligible when compared
with the execution time of the individual pedestrian detectors.
Our approach differs from the weighted-NMS method [5]
in the following aspect. Instead of inserting the candidate
windows of all the detectors to be combined into a single set
and performing weighted-NMS (see Section IV), we generate
a root detector containing virtual windows and weight them
by the responses of the overlapping windows from the actual
detectors. In this way, we reduce the chance of adding errors
by choosing a window that poorly covers the pedestrian,
according to the ground-truth.
To illustrate the difference between weighted-NMS and SC
algorithm, let us consider the scenario demonstrated in Figure
2, where the red and yellow windows present a jaccard
coefficient of 0.8 and 0.7, respectively, regarding the black
window. The suppression employed by the weighted-NMS
algorithm would choose the red window (losing the pedestrian
and generating a false positive and a false negative), since
it presents higher score regarding the yellow window. Our
algorithm would generate the black window (average window

score = 0.89

score = 0.75

score = 2.23

Fig. 2. Yellow and red boxes indicate the detection coming from detj and
the green box shows the ground-truth annotation. The weighted-NMS [5] will
maintain the red box (false positive) because it is the window with higher
score, leading to higher miss rate and reduced recall. Our method will create
the black window, with a high confidence on the pedestrian (best visualized
in color).

between the red and yellow windows) with score equal to
one. Considering the red and yellow detectors as the first and
second elements in {detj }nj=1 , in the first iteration of the SC
algorithm the black window score will be updated to 1.712
(1 + 0.89 ∗ 0.8). Then, in the second iteration, its score will
be updated to 2.23 (1.712 + 0.75 ∗ 0.7). As can be noticed,
our method increased the confidence on the pedestrian besides
providing a higher intersection with the ground-truth window,
in green, whereas weighted-NMS lost the pedestrian.
IV. E XPERIMENTAL R ESULTS
To validate our results, we adopt the test protocols established in the Caltech pedestrian benchmark [22], where the
results are reported on the log-average miss rate (lower values
are better). A detailed discussion regarding this protocol of
evaluation can be found in [22], [2]. We use the code available
in the toolbox1 of this benchmark to perform the evaluation.
Preparing the input detectors. Initially, we need to define
a set of detectors {detj }nj=1 to compose and weight our root
detector (as explained in Section III). Due to the large number
of pedestrian detectors currently available, there are many
options to determine {detj }nj=1 [1], [2]. In this work, we
define these detectors as the top eleven best ranked pedestrian
detectors on the INRIA person dataset (Table I). The best
ranked detector, the SpatialPooling [6], was utilized to perform
the step of score normalization.
The columns of Table II show the detectors used in
{detj }nj=1 in the INRIA dataset. In our proposed algorithm,
each detector in detj is utilized sequentially to produce and
weight the detroot . Note that the order of the set members does
not affect the result since all detectors of {detj }nj=1 must be
evaluated to compose and weight a window of detroot .
1 www.vision.caltech.edu/Image

Datasets/CaltechPedestrians/

At the score calibration step, we use the INRIA person dataset to acquire the set of scores τ . Next, to map
the {detj }nj=1 score to the Spatial Pooling score, we consider a linear regression. From the scatter plot between
τSpatialP ooling × τj , we observed that a linear regression is
a suitable choice to perform this mapping.
We preferred not to implement some detectors since we
would hardly obtain the correct results due to parameter
setup. Therefore, throughout of the experiments we will use
the results provided by authors and this fact forced us to
use INRIA test to calibrate the scores only to one of our
experiments (only to produce Table II). However, once the
score are calibrated, we use the estimated regression on the
other datasets.
It is important to mention that before combining the detectors by Algorithm 1 or by the weighted-NMS algorithm [5],
we assume that all detectors performed non-maximum suppression (NMS) individually. This initial NMS is performed
to suppress overlapping detections from the same detector and
that is essential to reduce the number of candidate windows
since it will influence the running time of both algorithms.
Weighted-NMS baseline. The method proposed by Jiang and
Ma [5] can be described in four main steps. First of all, the
detection window responses of the combined detectors are
normalized to the same score range. Then, the windows of
both detectors are inserted in a set U . Afterwards, U is sorted
in descending order according to their scores. Finally, when
a window at position i of U presents overlap higher than the
threshold (σ) with a window at position j of U (j > i + 1),
the NMS process is applied and the window with the lower
score is discarded and its score contributes to the kept window
(similar to step 7 of Algorithm 1).
Since the method proposed in [5] accepts only two detectors
as input, we insert all windows of the detectors to combine into
U , which makes it handle multiple detectors simultaneously.
Spatial Consensus vs. weighted-NMS. In this experiment,
aiming a fair comparison, we report the weighted-NMS results
achieved by better combination of detectors in each dataset.
To our approach, we report the results always using the ten
detectors (as shown in Table II) available. In addition, using
the INRIA Person dataset, we estimated the best thresholding
σ applied on the Jaccard coefficient, where this value was 0.6
for both the methods, see Table II.
The weighted-NMS achieved the best results on the INRIA
dataset when two detectors are added, Sketch Tokens [7]
and Roerei [8], outperforming the state-of-the-art by 1.48
percentage points (p.p.), while the best result of our approach
is achieved adding all the detectors, outperforming the stateof-the-art in 3.27 p.p. (log-average miss rate of 7.95%).
On the ETH dataset, the weighted-NMS method achieved
its best result, 35.19%, by combining Roerei and Franken [9]
detectors. This combination was not enough to outperform the
TA-CNN [23] (state-of-the-art on this dataset with 34.98%).
On the other hand, our approach outperforms the state-of-theart result in 1.34 p.p. (log-average miss rate of 33.64%).

σ

S.Tokens

0.5
0.6
0.7

SC (Ours)
W-NMS
SC (Ours)
W-NMS
SC (Ours)
W-NMS

Roerei
10.09%
11.22%
9.98%
9.74%
10.69%
10.01%

10.60%
10.12%
11.37%

Franken
10.11%
12.91%
9.45%
11.75%
9.41%
13.58%

LDCF
10.03%
12.42%
9.11%
11.84%
9.63%
14.81%

I.Haar
9.53%
12.48%
9.00%
12.72%
9.42%
15.59%

SCCPriors
9.70%
12.37%
9.35%
13.48%
9.55%
16.14%

NAMC
10.13%
12.38%
10.07%
13.65%
9.77%
17.79%

R.Forest
9.47%
14.70%
9.13%
16.11%
9.42%
24.88%

W. Channels
8.63%
14.81%
8.46%
14.81%
8.71%
14.81%

V.Fast
8.25%
14.11%
7.95%
14.11%
8.21%
14.11%

TABLE II
INRIA P ERSON D ETECTORS ACCUMULATION . T HE INITIALS SC REFERS TO OUR PROPOSED METHOD AND THE INITIALS W-NMS REFERS TO OUR
BASELINE THE WEIGHTED -NMS [5]. T HE RESULTS ARE MEASURED IN LOG - AVERAGE MISS - RATE ( LOWER IS BETTER ). F ROM THE LEFT TO THE RIGHT,
EACH COLUMN k DENOTES THE ADDITION OF THE RESPECTIVE DETECTOR INTO {detj }n
j=1 .
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Fig. 3. Comparison of our proposed approach with the state-of-the-art. The first row reports the results using the log-average miss-rate of 10−2 to 100
(standard protocol). The second row reports the results using the area of 10−2 to 10−1

The best result of the weighted-NMS on the Caltech dataset
was achieved combining the Roerei and Franken detectors.
With this combination the log-average miss rate was of
40.54%. On the contrary, our SC method outperformed the
baseline in 20.68 p.p. (log-average miss rate of 19.86%).

7.95% to 10.95% and the weighted-NMS the result was from
14.11% to 16.78%, demonstrating that our algorithm is more
robust to less accurate detectors.

According to the results, we conclude that the proposed
method is more suitable to perform fusion between multiple
detectors than the weighted-NMS [5].

Comparison with the state-of-the-art. In this experiment,
we compare the results of the proposed Spatial Consensus
algorithm with state-of-the-art methods. To perform a fair
comparison, we considered the results reported by the authors
in their works.

Influence of a less accurate detector. To evaluate the robustness of our method to the addition of a detector with high
false positive rate, we introduced the HOG detector [24] (logaverage miss rate of 46%) right after the V. Fast [15] on the
INRIA person dataset. When it was inserted into {detj }nj=1 ,
the log-average miss rate achieved by our method was from

Figures 3(a) and (b) show that our algorithm outperforms
the state-of-the-art on the INRIA and ETH datasets achieving
log-average miss-rate of 7.95% and 33.64%, respectively.
Furthermore, Figure 3(c) shows that our method achieves
significant results on the Caltech dataset with log-average miss
rate of 19.86%.

An important goal of pedestrian detection is to significantly
minimize false alarms for applications such as video surveillance in which they may cause damage to environment as well
to humans [16]. To indicate that our method is suitable for the
requirement of very low false positive rates, we report our
results using the area under curve from 10−2 to 10−1 (values
where the false positive rates are extremely small). Figure 3
(d), (e), and (f) show these results. As can be noticed, our
method further enhances the detection accuracy, demonstrating
to be appropriate to applications that need to operate at very
low false positive rates.
Time issues. As described in Section III, the complexity of our
method is equal to the weighted-NMS. Although quadratic,
both methods run in real time since the traditional NMS
is performed for each individual detector before starting the
algorithms (see Section IV). Besides, the values of proot and
p are corresponding to the number of pedestrians at the scene,
which is usually very low. To verify that these values are
extremely small, we collected the average of people per image
in the INRIA person and the ETH (seq#2) datasets. The
values are 3.3 and 43.6, respectively (not large enough to
impact the computational time of our algorithm).
Since the values of p are small, our approach is able
to run in real time. To show that, we computed the time
average to execute of the SC on an image 640 × 480 pixels,
using 10 detectors to compose {detj }nj=1 and without any
parallelization technique. The SC runs in 67 milliseconds, on
average (this experiment was executed 10 times). Additionally,
the most recent survey of computation cost at the detection
pedestrian [16], showed that the faster detector presenting
high accuracy is able to process 15 frames per second on a
GPU [16]. Therefore, we conclude that our method is able to
improve the detection results and could be fast to execute, even
though our algorithm requires results of individual detectors.
V. C ONCLUSIONS AND FUTURE WORKS
This work presented an efficient and low cost method,
called Spatial Consensus (SC), to combine multiple pedestrian
detectors. The method focuses on the idea of using the
responses coming from multiple detectors to reinforce more
consistent human hypothesis whereas reducing the confidence
of the false positives. The proposed method outperformed
the state-of-the-art in two pedestrian detection benchmarks
and achieved comparable results on the challenging Caltech
dataset. As future work, we intend to apply the proposed
algorithm to others object categories based on sliding window
and use the responses coming from multiple detectors as raw
features, similar to [19].
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