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Person re-identification aims at establishing global identities for individuals as they move
across a camera network. It is a challenging task due to the drastic appearance changes that
occur between cameras as consequence of different pose and illumination conditions. Pairwise
matching models yield state-of-the-art results in most of the person re-identification datasets by
capturing nuances that are robust and discriminative for a specific pair of cameras. Nonetheless,
pairwise models are not scalable with the number of surveillance cameras. Therefore, elegant solu-
tions combining scalability with high matching rates are crucial for the person re-identification in
real-world scenarios. In this work, we tackle this problem proposing a multi-camera nonlinear re-
gression model called Kernel Multiblock Partial Least Squares (Kernel MBPLS), a single subspace
model for the entire camera network that uses all the labeled information. In this subspace, probe
and gallery individual can be successfully matched. Experimental results in three multi-camera
person re-identification datasets (WARD, RAID and SAIVT-SoftBIO) demonstrate that the Ker-
nel MBPLS presents favorable aspects such as the scalability and robustness with respect to the
number of cameras combined with the high matching rates.
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1 Introduction

Person re-identification (Re-ID) consists in establishing correspondences between pedestrian im-

ages captured by multiple non-overlapping cameras. The goal in a person re-identification system

is to look for previous occurrences of a probe image in the gallery-sets of all cameras connected

in a surveillance camera network. Re-ID is important to provide a broad view of the people’s

behavior to the security personnel and has attracted the researches attention in the past years.1

Due to the ambiguity between individuals and the computational cost required to match pedes-

trian images in the entire surveillance network, the person re-identification is a challenging task. In

fact, the same subject when captured by different surveillance cameras might look more dissimilar
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than the different subjects as consequence of the variations in the camera capture conditions (e.g.,

camera viewpoint and illumination) and the person’s pose.2 In addition, a surveillance camera

network to monitor hundreds of individuals in medium-sized environment would need dozens of

surveillance cameras. Therefore, the scalability of the person re-identification system with respect

of the number of surveillance cameras is an important and still overlooked issue for real-world

applications.

The person re-identification literature addressed the ambiguity between individuals with novel

features descriptors,3–5 which are more robust to the different camera conditions, and with camera

pairwise matching models.6–12 The latter is an interesting solution since these models capture

specific transitions of feature descriptors for a single pair of cameras, such as the variations due to

different camera viewpoints and illumination conditions.

Despite outperforming results, the pairwise matching of probe and gallery cameras is not suit-

able for a real-world scenario. In a surveillance camera network with c connected cameras, we can

have c(c− 1)/2 pairs of camera, which is not scalable for most of the real-world applications with

thousands of surveillance cameras (e.g. an airport or a university campus). For instance, in a sce-

nario with one thousand cameras, we will have almost 500, 000 pairs of cameras and, consequently,

the same number of pairwise models. Besides, these models must be updated daily to account for

changes in the persons appearances. One can argue that it is possible to use spatial-temporal rea-

soning to cluster cameras in subsets.13 Nonetheless, we still will have dozens of cameras with

highly correlated information in a realistic setting, and the problem will remain intractable. There-

fore, we claim that it is highly relevant to consider the scalability with respect to the number of

cameras when proposing solutions to the person re-identification problem.

A scalable strategy would be to learn a single model for the entire camera network. While
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Fig 1: Pairwise (right) and multi-camera (left) matching models.

Figure 1 (right) shows an example of a surveillance system where matching models are learned

for each pair of cameras (i.e., pairwise), Figure 1 (left) illustrated the case where a single model is

learned for the entire camera network. Differently from the pairwise, the multi-camera approach is

scalable and can be easily updated by just retraining a single model. However, it cannot be learned

to take advantage of specific nuances of a camera pair and should be robust to consider cameras

with drastic appearance changes, such as indoor and outdoor cameras. These issues demand a

robust multi-camera model that is able to add novel cameras without impacting its performance.

In this work, we address person re-identification as a multi-camera matching problem and

propose a scalable and nonlinear regression model, the Kernel Multiblock Partial Least Squares

(Kernel MBPLS). The approach first represents images captured by different surveillance cameras

using a state-of-the-art person re-identification descriptors. Then, we compute camera-specific

projections to a low-dimensional and common subspace that maximizes the covariance between

training samples captured by multiple cameras in a surveillance camera system. Finally, we learn a

regression model between latent scores and response variables (e.g., identity labels), as illustrated
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in Figure 2. The proposed method is scalable as it learns a single model for the entire surveillance

camera network. Specifically, this model is portrayed by the camera-specific projections that are

used in test stage to compute the low-dimensional representation of probe and gallery samples.

In addition, by modeling the problem using a nonlinear regression model, we are able to capture

additional labeled data in the model, such as person’s attributes.

It is important to highlight that the focus on this work is in the best trade-off between scalability

and matching rates. In fact, It is expected that a pairwise model (e.g. metric learning approaches)

are able to capture subtle variations that occur between a pair of cameras and, therefore, present

a higher matching rate than a model that needs to be robust to the entire surveillance camera.

Nonetheless, these pairwise models are infeasible to real-world scenarios and the development of

multi-camera models are of the utmost importance.

Experimental results show that the proposed Kernel MBPLS allies scalability with outper-

forming results when compared to other pairwise and multi-camera subspace learning methods

in three multi-camera person re-identification datasets (WARD,14 RAID15 and SAIVT-SoftBIO16).

Furthermore, experiments show its robustness to additional cameras and that the multitask strategy

to predict simultaneously identity and attributes labels is able to boost the results.

Contributions. The main contributions of this work are the following. We propose an elegant

solution to person re-identification problem that combines scalability, robustness and high match-

ing results - the novel Kernel MBPLS. Kernel MBPLS is scalable with respect to the number of

cameras as it learns a single model with its respective camera-specific projections matrices. More

importantly, the learned model is robust to addition of cameras with different illumination condi-

tions and viewpoints without a drastic impact in the performance. Finally, it outperforms other

subspace learning and multi-camera models.
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Fig 2: Representation of the proposed Kernel MBPLS method. Different symbols indicate different capturing cameras
and distinct colors are related to identity labels. In the training stage, we represent the captured images using feature
descriptors that are employed in the proposed Kernel MBPLS method to learn the camera-specific projection matrices.
Then, these matrices are used in the test stage to compute low-dimensional representations of probe and gallery
samples, which are matched to obtain the final ranking of gallery images based on the cosine similarity with the probe
sample.

We demonstrate our claims through a comprehensive evaluation of the proposed method in three

multi-camera person re-identification datasets (WARD, RAID and SAIVT-SoftBIO). It is impor-

tant to emphasize that, even though employed to the person re-identification, Kernel MBPLS is a

general approach with applications in other computer vision problems, such as multi-modal bio-

metrics.17
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2 Related Works

Person re-identification is an important topic for video surveillance. One of the main challenges to

tackle this problem concerns the appearance changes between different cameras. To which, several

descriptors have been proposed to construct pedestrian signatures that are discriminative and stable

to different camera conditions.18–26

While the aforementioned approaches mainly focused on the importance of body regions, an-

other crucial aspect is the feature representation.3, 4, 27–29 For instance, Liao et al.3 proposed the

Local Maximal Occurrence (LOMO) descriptor that computes color and texture features at local

patches. Despite the interesting works, improved results are only achieved when combining a good

feature descriptor and cross-view matching models.2

Most of the works that address person re-identification as a matching problem follow one of

two strategies: subspace learning6, 7, 30 or metric learning.3, 12, 31, 32 In the former, the goal is to learn

a common subspace that maximizes the correlation6 or covariance7 of feature descriptors captured

by different cameras. Then, in the learned subspace, probe and gallery images are matched either

directly or indirectly.30 Differently, metric learning methods work with feature descriptors differ-

ences and seek for representations where the intra-class variance is minimized while the inter-class

is maximized.3, 31 More recently, deep learning-based methods to perform distance metric learning

have been employed to representation and metric learning in an end-to-end framework.33–38

The main drawback of the metric learning and subspace learning approaches in the literature is

that they are learned for each pair of cameras, which is quadratic with the number of surveillance

cameras. Therefore, they do not scale well to realistic surveillance scenarios, e.g., large camera

networks. Differently, in this work we tackle the person re-identification problem using a scalable
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multi-camera approach.

Multi-camera methods consider the information from the entire surveillance camera network.

For instance, Das et al.15 computed a global matching that avoids pairwise inconsistency (e.g. the

same person matching with different individuals in different camera pairs) using a binary optimiza-

tion. The main drawback of this method is that it still depends on pairwise similarity models to

compute the global matching. To overcome this problem, Dai et al.39 proposed a cross-view pro-

jection learning that computes view-specific projections to a latent space and optimal associations

matrix in an iterative optimization method. However, one association matrix is learned for each

pair of cameras and, therefore, the method is not scalable to a scenario with several cameras.

Su et al.40 used human attributes (e.g., short hair) to bridge the gap between multiple surveil-

lance cameras in a multi-task framework that alternates between learning linear classifier and em-

bedded attribute space. Likewise, in Ref. 41, the authors used a discriminative latent prototypes

space that correlates attributes with low-level descriptor, and Su et al.42 learned a deep learning

model to map from images to attribute space. Although these methods are scalable, they heavily

depend on the human attributes prediction from images, which is still an open problem in the com-

puter vision community.38 Similarly, in this work we use attributes labels. Nonetheless, the gap

between cameras is addressed by the covariance maximization criterion, while the attributes and

identity labels are only used to improve the separation between samples in latent space.

The method that is closely related to our work is the Kernel HPCA.43 In that work, the au-

thors proposed a nonlinear multi-block multivariate model that simultaneously computes a low-

dimensional representation and a consensus direction between multiple surveillance cameras. In

the present work, we assume a similar approach. Nonetheless, instead of only computing a com-

mon subspace that captures a stable pattern in multiple cameras, the proposed Kernel MBPLS
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model also performs a regression to labeled information in the latent subspace in a unique frame-

work. Statistically, this regression model improves the generalization of the learned model.44

3 Multiblock Partial Least Squares

The multiblock Partial Least Squares (MBPLS) is widely used in the chemometrics45 and pro-

cess monitoring and control46 as it isolates the impact of different data measures or processing

stages in the response. For instance, in Ref. 45, the authors employed multiblock PLS to combine

near-infrared and mid-infrared measures to predict the quality of a chemical process. Despite its

success, to the best of our knowledge MBPLS has not been applied in the computer vision or im-

age processing problems. Therefore, in the next paragraphs, we introduce the MBPLS. Then, in

Section 4, we propose a nonlinear extension of MBPLS, the Kernel MBPLS.

Multiblock PLS is useful when the independent variable (X) can be divided into meaningful

blocks, such as multiple measures from the same object.47 Then, using these blocks as input in a

multivariate regression model, we can compute the importance of each data block in the response

and improve the learned regression model.46 In short, the MBPLS model computes projections wa,

..., wn that drive the different blocks of data to a common score vector u and, therefore, correlates

them in a common subspace. More importantly, the score vector u is iteratively updated based on

the covariance between the response vector Y and the block scores S. This process is repeated for

each factor after the deflation of the data and response matrices. In the following, we present a

brief mathematical description of the MBPLS model. For a more detailed discussion, please refer

to work Ref. 46.

Let the standardized and normalized matrices Xa, Xb, ..., Xm ∈ Rn×d be our independent data

(X) divided intom blocks and Y ∈ Rn×l be the matrix with the regression responses. MBPLS starts
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with a score u ∈ Rn, which is an initial guess of the latent scores of these data blocks, and can

be initialized as the first column of matrix Y. Then, this score is regressed on blocks Xa to Xm to

compute the loadings wa, . . . , wm ∈ Rd. Block variables are multiplied by the estimated loading

vectors to compute the score vectors of each block sa to sm ∈ Rn, which are normalized to unit

length and combined into a super block S ∈ Rn×m. As these score vectors are computed aiming

to be equal to the score vector u, a regression between S and u is performed to obtain the weight

vector w ∈ Rm, where wi corresponds to the importance of the ith data block in the regression

model, and a single score vector t ∈ Rn that combines information from multiple blocks. Finally,

u is updated to be the result of the regression of Y into t. This process repeats until the convergence

of score u to a predefined precision. After the convergence, block variables Xa to Xm are deflated

to obtain a different score vector at each iteration. Notice that this process repeats f times, where

f is the number of latent scores – the only parameter of the MBPLS model.

Algorithm 1: Multiblock PLS (MBPLS).
input : Xa,. . . , Xm, Y and the number of factors (f )

1 randomly initialize u
2 for i=1 to f do
3 while u do not converge do
4 wa = X>a u, . . . ,wm = X>mu // Linear regression between Xi and u
5 sa = Xawa, . . . , sm = Xmwm // Computing block scores based on Xi and wi

6 sa ← sa
‖sa‖ , . . . , sm ←

sm
‖sm‖ // Normalizing the block scores si

7 S = [sa, . . . sm] // Concatenation of block-scores in the super block S
8 w = S>u/u>u // Linear regression between S and u
9 t = Sw/w>w t← t

‖t‖ // Computing score vector t
10 q = Y>t // Linear regression between Y and t
11 u = Yq/q>q // Updating the value of u
12 end
13 Xa = Xa − tt>Xa, . . . ,Xm = Xm − tt>Xm // Deflation of block variables
14 Y = Y− tt>Y // Deflation of response variable
15 end
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Let Wa ∈ Rd×f be a projection matrix obtained by storing the loading vector wa computed

at each iteration of Algorithm 1. Similarly, Sa ∈ Rn×f is matrix of scores sa obtained at all the

f iterations. Due to the normalization and deflation steps of MBPLS, Sa matrix is orthonormal

(S>a Sa = I). Therefore, the closed-form solution of Wa is obtained from line 5 of Algorithm 1 as

Xa = SaW>
a ,

Wa = X>a Sa.

(1)

Thus, we can compute the regression coefficients (βa ∈ Rd×l) accordingly to48 as

βa = Wa(S>a XaWa)
−1S>a Y. (2)

Finally, combining Equations 1 and 2, we obtain the regression response ŷa for x̂a as

ŷa = x̂aβa,

ŷa = x̂aX>a Sa(S>a XaX>a Sa)
−1S>a Y.

(3)

Similarly, we can compute the regression response ŷi for a testing sample from the ith data block

(x̂i) using Xi and Si based on the Equation 3.

4 Proposed Approach

In this section, we present a simple and straightforward nonlinear extension of the MBPLS, the

proposed Kernel MBPLS. This method computes regression coefficients that nonlinearly relate

data blocks and responses in the learned latent space. Therefore, despite simple, the proposed

method captures high-order correlations between input variables and responses. Furthermore, we
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show how to efficiently compute the regression coefficients of the Kernel MBPLS.

To avoid the explicit transformation of data to a high-dimensional feature space, we employ

a “kernel trick” that consists in substituting the cross-product by the kernel Gram matrices (K =

ΦΦΦΦΦΦ>), where ΦΦΦ is the nonlinearly mapping the input variables to a feature space F , i.e., ΦΦΦ : xi ∈

Rd → ΦΦΦ(xi) ∈ F . Specifically, we compute the kernel Gram matrices Ka to Km using a kernel

function and samples from blocks Xa to Xm, respectively. Thus, combining rows 4 and 5 from

Algorithm 1 to consider the nonlinear mapping, we obtain that

sa = XaX>a t,

sa = ΦΦΦaΦΦΦ
>
a t,

sa = Kat.

(4)

Similarly, we rewrite the deflation equations from row 13, in Algorithm 1, multiplying both sides

by X>a and applying the nonlinear mapping to obtain the rank-1 deflation as

Ka = Ka − tt>Ka. (5)

Algorithm 2 presents our Kernel MBPLS method, which is a simple modification of MBPLS

algorithm to efficiently handle the nonlinear mapping of block data. Therefore, mapping the data

to the nonlinear feature space (F) and using the “kernel trick” in Equation 3, we obtain

ŷa = ΦΦΦ(x̂a)ΦΦΦ
>
a Sa(S>a ΦΦΦaΦΦΦ

>
a Sa)

−1S>a Y,

ŷa = kt
aSa(S>a KaSa)

−1S>a Y,
(6)
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Algorithm 2: Kernel Multiblock PLS (Kernel MBPLS).
input : Ka, . . . , Km, Y and the number of factors (f )

1 randomly initialize u
2 for i=1 to f do
3 while u do not converge do
4 sa = Kau, . . . , sm = Kmu // Combining lines 4 and 5 from Algorithm 1
5 sa ← sa

‖sa‖ , . . . , sm ←
sm
‖sm‖ // Normalizing the block scores si

6 S = [sa, . . . , sm] // Concatenation of block-scores in the super block S
7 w = S>u/u>u // Linear regression between S and u
8 t = Sw/w>w t← t

‖t‖ // Computing score vector t
9 q = Y>t // Linear regression between Y and t

10 u = Yq/q>q // Updating the value of u
11 end
12 Ka ← Ka − tt>Ka, . . . ,Km ← Km − tt>Km // Deflation of block variables
13 Y = Y− tt>Y // Deflation of response variable
14 end

where kt
a is a row vector constructed by applying a kernel function using testing samples x̂a and

all the training samples from data block Xa.

As our goal is to perform a nonlinear prediction of matrix Y from mapped block variables Ka

to Kn, we do not perform the feature mapping in matrix Y. For instance, in classification problems,

the response matrix Y assumes the form

Y =



1n1 0n1 · · · 0n1

0n2 1n2 · · · 0n2

...
... . . . ...

0nC
0nC

· · · 1nC


, (7)

where scalar C represents the number of classes and ni indicates the number of samples in class

Ci. 1ni
and 0ni

denote a ni × 1 vector of ones or zeros, respectively.

In this work, we assume that when comparing testing samples measured from data blocks i

and j (i.e., two distinct surveillance cameras), we can use the regression responses ŷi and ŷj as
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discriminative signatures. Specifically, the matching between i and j (s(i, j)) is computed using

the cosine similarity between ŷi and ŷj as

s(i, j) = ŷiŷj/ ‖ ŷi ‖‖ ŷj ‖ . (8)

5 Experimental Results

In this section, we perform a comprehensive evaluation of the proposed Kernel MBPLS method

(Section 5.1) and compare with other approaches from the state-of-the-art using both RAID,

WARD and SAIVT-SoftBIO datasets (Section 5.2). It is important to highlight that we did not

evaluate the proposed method in widely used datasets as VIPeR,49 CUHK0150 and CUHK0351 be-

cause they only provide images of the same individuals from a pair of cameras and, therefore, are

out of scope of this work.

Datasets. To evaluate the proposed method, we consider three challenging multi-cameras datasets:

WARD,14 RAID15 and the SAIVT-SoftBIO.16 The WARD dataset consists in a collection of 4, 786

images of 70 individuals captured by three non-overlapping cameras. The main challenges are

related to the strong variations of image resolution, pose and illumination conditions. The RAiD

dataset is composed by 43 persons captured by indoor and outdoor cameras in a wide area camera

network. The difficulty in this dataset is related to the illumination variations. In addition, we

employed the SAIVT-SoftBIO dataset that consists in eight surveillance cameras capturing 152

individuals. In fact, we consider a subset of the SAIVT-SoftBIO composed by cameras 4, 5, 6 and

8 due to higher intersection of identities and challenging illumination conditions. Figure 3 shows

examples of images captured in each of these three datasets.
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Fig 3: Examples of individuals (rows) from SAIVT-SoftBIO, RAiD and WARD datasets, respec-
tively.

Experimental setup. As the majority of the works, we use tenfold random partitions of individuals

into training and test subsets. The only exception is the SAIVT-SoftBIO dataset where we used

a single partition as consequence of only 41 between the total of 152 individuals appeared in the

all the four cameras. Thus, we fixed these 41 individuals as the training set and the remaining

individuals that appear in each camera pair as the test set. For the WARD dataset, we used 35

individuals for training and the remaining 35 for test. Differently, in the RAiD dataset, we selected

only the 41 individuals that appeared in all four cameras, where we considered 21 individuals for

training and the 20 remaining for test, as suggested in.15 For training the multi-camera models, we

set the number of images per person in each camera as the minimum number of images captured

from that person in all cameras. In the test, we computed a single feature representation for each
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probe and gallery individuals using the average pooling of the descriptors extracted from multiple

images captured from that person.

When using multiple partitions, we report the average of results obtained from 10 trials, a

common procedure to achieve more stable results. To present the results using tables, we used

the rank-k matching rate, which consists on the percentage of individuals correctly identified when

considering the top-k ranking positions. Similarly, we show the matching rate as function of the

ranking positions – the Cumulative Match Curve (CMC). These are the common metrics to validate

person re-identification approaches.2 To compare the matching models in the entire surveillance

camera network, we used the mean of the results obtained for all pairwise cameras. This value

corresponds to the expected percentage of individuals correctly identified in the rank-k when con-

sidering the multi-camera Re-ID system.

5.1 Kernel MBPLS Evaluation

Feature descriptors. We assess the influence of different feature descriptor from person re-

identification literature using the proposed Kernel MBPLS in the WARD dataset. Particularly,

we compare a simple histogram of RGB color channels (hRGB) using 10 equally spaced horizon-

tal stripes and 32 bins with classical approaches that use color names (SCNCD28) or a mixture of

color and texture descriptors (ELF49 and LOMO3). The obtained results are presented in Table 1.

We credit the better performance of LOMO to its interesting strategies to capture information that

is robust to camera transitions. For instance, LOMO uses a color normalization preprocessing,

multiple scales and horizontal maximum pooling. Therefore, in the remaining experiments we

will employ LOMO to obtain the feature representation from images.

Nonlinear modeling. In this experiment, we assess how the nonlinear extension of the MBPLS

15



Table 1: Comparison between different feature descriptors using the mean matching rates obtained
with the proposed Kernel MBPLS in the WARD dataset.

Feature
Descriptor

Probe/Gallery Cameras
A/B AC B/C

SCNCD 35.10 24.30 40.30
hRGB 56.60 32.90 45.10
ELF 57.10 36.60 39.40
LOMO 80.00 61.71 77.43
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Fig 4: Influence of nonlinear modeling in RAiD (left) and WARD (right) datasets.

influences in the results. We used the WARD and RAiD datasets to learn the multi-camera models

using MBPLS and Kernel MBPLS. In the Kernel MBPLS, we used χ2 Kernel, as it computes the

intersection between histograms. Then, we computed the matching rate for each pair of cameras

and reported the mean recognition rate for the entire surveillance camera network. According to

the results presented in Figure 4, the proposed Kernel MBPLS outperforms the MBPLS for all

ranking positions, in both datasets evaluated, mainly for the rank-1. We attribute this improvement

to the better modeling of the nonlinear behavior of feature descriptors in the Kernel MBPLS.

Regression. To evaluate how the nonlinear regression impacts the results, we compare the pro-

posed Kernel MBPLS with a state-of-the-art multi-camera subspace learning model in Re-ID, the

Kernel HPCA. Differently from Kernel MBPLS, Kernel HPCA learns a subspace that maximizes

the covariance between block variables without performing regression to the response matrix.

Therefore, the comparison between these approaches highlights the influence of the regression
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Fig 5: Sensitivity to the number of latent factors for WARD (left) and RAiD (right) datasets.

in the matching performance.

To perform a fair comparison, we first evaluate the performance of Kernel HPCA and Kernel

MBPLS for different number of latent factors. The obtained mean rank-1 matching rate for all the

surveillance camera pairs is reported in Figure 5. Based on the results, the optimal values of latent

factors for Kernel MBPLS as 30 and 50 for RAiD and WARD datasets, respectively. Similarly, the

best values for Kernel HPCA are 20 and 30 for RAiD and WARD, respectively. We fix the number

latent factors to these values in the following experiments.

Table 2 presents the matching rates for Kernel MBPLS and Kernel HPCA considering different

pairs of cameras in the WARD dataset. The results demonstrate the superiority of the proposed

Kernel MBPLS for all the evaluated ranking positions (mainly for the rank-1) and camera pairs.

For instance, the Kernel MBPLS is more than 5.4 percentage points superior than the Kernel HPCA

in the camera pair A,C – the hardest camera pair in the WARD dataset. Similarly, Table 3 presents

the mean matching rates obtained for all pairs of cameras for the WARD and RAiD datasets,

indicating the superiority of the Kernel MBPLS in both datasets. We attribute this improvement to

the nonlinear regression which allows a better separation between samples in the learned common

subspace.

Multiple cameras. An important feature of a multi-camera system is the robustness to incorporate

17



Table 2: Comparison between Kernel MBPLS and Kernel HPCA for different camera pairs in
WARD dataset.

Matching Model Probe/Gallery r = 1 r = 2 r = 3

Kernel MBPLS
A/B 80.00 92.86 98.29
A/C 61.71 74.57 82.57
B/C 77.43 86.29 94.00

Kernel HPCA
A/B 79.10 90.00 95.40
A/C 56.30 70.30 78.00
B/C 70.00 82.90 88.30

Table 3: Comparison between Kernel MBPLS and Kernel HPCA using the mean matching rate of
all camera pairs.

Dataset Model r = 1 r = 2 r = 3

WARD
Kernel MBPLS 73.05 84.57 91.62
Kernel HPCA 68.47 81.07 87.23

RAID
Kernel MBPLS 74.75 87.17 92.17
Kernel HPCA 71.20 86.00 90.00

information from additional cameras without compromising the performance of the entire system.

For instance, a Re-ID system trained with indoor and outdoor cameras must perform well even

when matching pairs of indoor or outdoor cameras.

To evaluate the robustness of the proposed Kernel MBPLS, we compare the proposed multi-

camera with a pairwise version that is trained using only training samples for that specific pair of

cameras. Table 4 presents the obtained experimental results when learning the model using all the

camera (Multiple Cameras) and only the cameras that correspond to pair probe/gallery (Pairwise

Cameras). According to the results, the proposed Kernel MBPLS is able to add cameras without

decreasing the performance. Similarly, the results shown in Table 5 confirm that the proposed

Kernel MBPLS is robust to the multiple cameras setting. For instance, the rank-1 matching rates

remain comparable between pairwise and multi-camera models for both datasets. Nonetheless, it

is important to highlight that the pairwise strategy is not scalable with the number of surveillance

cameras.
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Table 4: Mean matching rates for multiple and pairwise cameras models in WARD dataset.

Training Strategy Probe/Gallery r = 1 r = 2 r = 3

Multiple Cameras
A/B 80.00 92.86 98.29
A/C 61.71 74.57 82.57
B/C 77.43 86.29 94.00

Pairwise Cameras
A/B 80.57 92.57 98.00
A/C 63.14 73.71 82.86
B/C 77.14 86.86 91.43

Table 5: Mean matching rates for pairwise and multiple cameras models in WARD and RAiD
datasets.

Dataset Training Strategy r = 1 r = 2 r = 3

WARD
Multiple Cameras 73.05 84.57 91.62
Pairwise Cameras 73.62 84.38 90.76

RAiD
Multiple Cameras 74.75 87.17 92.17
Pairwise Cameras 75.17 87.00 92.75

Attributes. One of the main assumptions of this work is that we obtain a better separation between

the samples in the learned subspace using additional information in the regression matrix (Y). To

validate our claim, we manually annotated 22 person attributes and two pose information in the

WARD dataset1. We choose the WARD dataset due to the higher number of subjects than in the

RAiD dataset. Notice that these attributes can be automatically predicted from the data.52 However,

it is a still open problem and, therefore, more noise could be introduced in the Re-ID system.

Table 6: Manually annotated attributes and pose information on WARD dataset.

Colorshirt Blackshirt Whiteshirt Grayshirt Strippedshirt
Stampedshirt Hassidebag Darksidebag Brightsidebag Hasbackpack
Darkbackpack Brightbackpack Frontalpose Backpose Darkcoat
Brightcoat Darkhair Brighthair Blacktrousers Brighttrousers
Darkshoes Brightshoes Longhairs Longsleeves

The manually annotated person attributes are appearance characteristics that are independent

of the camera viewpoint in WARD dataset (see Table 6). To show that additional data can be

combined when available, we used back and frontal pose labels that are also independent of the

camera viewpoints in the WARD dataset (see Fig. 3).
1We will make these attributes online available to the research community.
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Fig 6: Comparison between regression models using identity, attributes and the combination of
both labels for the WARD dataset.

Figure 6 shows the obtained results when using only identity or attribute labels, and when com-

bining both information in a multi-task formulation. According to these results, the identity labels

are more discriminative than the attributes. It can be explained due to the semantic gap between

attributes and feature descriptors. More importantly, when combined (identity and attributes), we

achieved 75% in the rank-1, which corresponds to an improvement of 3.0 percentage points when

compared to the model using only identity labels.

5.2 State-of-the-art Comparisons

In this section, we compare the proposed Kernel MBPLS with other state-of-the-art approaches in

the person re-identification problem. To perform a fair comparison, we restricted our analysis to

methods with online available algorithms. Then, we fixed the feature descriptors and the subjects

used for training and testing the models (partitions) when evaluating the performance of different

methods.

We consider the following metric learning and subspace learning methods from literature. In

respect to the the metric learning approaches, we used KISSME,31 XQDA3 and MLAPG53 meth-

ods. While XQDA and MLAPG hold state-of-the-art results in most of the datasets, KISSME is

widely used as baseline metric learning method in person re-identification literature. As subspace
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learning methods, we selected the well-known pairwise methods based on the linear and nonlin-

ear Canonical Correlation Analysis,6 and the recently proposed linear and nonlinear Partial Least

Squares for subspace learning.7 In addition, we compare the proposed method with the Kernel

HPCA,43 which is a multi-camera subspace learning method. Table 7 presents a categorization of

these methods according to the strategy, model and the complexity with the number of cameras.

Notice that only the multi-camera methods are scalable with respect to the number of cameras and,

therefore, suitable for real-world scenarios.

Table 7: Complexity Analysis as a function of the number of cameras (c).

Strategy Models Methods Complexity

Pairwise
Metric Learning

XQDA,3 KISSME,31

MLAPG53 O(c2)

Subspace Learning
PLS,7 KPLS,7

CCA,6 KCCA6 O(c2)

Multi-camera Subspace Learning
Kernel HPCA,43

proposed Kernel MBPLS O(c)

WARD dataset. Table 8 presents the obtained mean rank-1 matching rates for the methods evalu-

ated considering different camera pairs in the WARD dataset. We separate these methods according

to the modeling strategies (see Table 7). Based on these results, the pairwise metric learning meth-

ods present the best results when compared to the pairwise subspace learning models, mainly the

XQDA method. It corroborates with the reported results in the person re-identification literature.2

More importantly, these results show that the proposed Kernel MBPLS performs better than the

other subspace learning models, even when considering the pairwise methods that learn a common

subspace that considers only that specific pair of cameras. Furthermore, Table 8 shows that the

multi-task learning approach to combine identity and attributes labels provides an improvement in

the obtained results (last row). Finally, Table 8 shows that, when the number of pairwise models is
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affordable, metric learning models are the better choice. Otherwise, the proposed Kernel MBPLS

presents a feasible solution that balances scalability with high matching results.

Table 8: Mean Rank-1 matching rate for different approaches on WARD dataset.

Models Methods
Probe/Gallery Cameras
A/B A/C B/C

Metric Learning
XQDA 96.19 82.86 94.29

KISSME 81.90 70.48 87.62
MLAPG 76.19 66.67 84.76

Subspace Learning
(Pairwise)

PLS Subs. 71.43 52.38 65.71
CCA 79.05 55.24 71.43

KPLS Subs. 72.38 49.52 60.95
KCCA 70.48 50.48 55.24

Subspace Learning
(Multi-camera)

Ker. HPCA 79.10 56.30 70.00
Ker. MBPLS 80.00 61.71 77.43

Ker. MPLS + Attr. 81.71 64.29 80.57

RAiD dataset. Table 9 shows the mean rank-1 matching rates for the methods evaluated consid-

ering the six camera pairs in the RAiD dataset, separated following the categorization shown in

Table 7, which we omitted due to the limited space. Similar to results in the WARD dataset, metric

learning approaches outperformed the other methods from literature. In addition, the proposed

Kernel MBPLS presents improved results when compared to other subspace learning methods for

most of the camera pairs. The only exceptions are the camera pairs A/C and C/D, where the pair-

wise PLS method presented slightly superior results. We credit these results to fact that the PLS

model is learned for that specific pair of cameras and, therefore, can capture subtle characteristics.

However, as mentioned before, it is not scalable. Based on Table 9, we conclude that the proposed

Kernel MBPLS is the best solution when the number of cameras enrolled in the system constraints

the application of pairwise models, such as the XQDA.

SAIVT-SoftBIO dataset.

Table 10 presents the rank-1 matching rates for the different pair of cameras. In these ex-
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Table 9: Mean Rank-1 matching rate for different approaches on RAiD dataset.

Method
Probe/Gallery Cameras

A/B A/C A/D B/C B/D C/D
XQDA 94.50 78.00 89.00 74.50 92.00 83.50

KISSME 86.50 67.50 81.50 64.00 87.00 76.00
MLAPG 81.50 64.50 80.50 69.50 88.00 70.50

PLS Subs. 90.50 67.00 68.50 52.50 74.00 68.50
CCA 85.50 52.50 71.00 55.50 76.00 69.50

KPLS Subs. 82.50 51.00 67.00 49.50 71.00 64.00
KCCA 79.00 52.50 67.00 54.50 72.00 59.00

Ker. HPCA 85.00 60.50 70.50 57.00 78.50 65.00
Ker. MBPLS 92.50 65.00 75.50 63.50 85.00 67.00

periments, we set the number of components of the proposed Kernel MBPLS as 50 using cross-

validation. Notice that we only considered five pair of cameras as the pair 4/6 has not individuals

apart from those employed as training samples, and that we present between parenthesis the num-

ber of individuals in the gallery set. Similarly to the previous experiments, the evaluated methods

are separated following the categorization shown in Table 7. Based on these results, we observe

that all methods are affected by the challenging conditions of this dataset as drastic illumination,

pose and background changes. For instance, the proposed Kernel MBPLS achieves the highest

rank-1 of only 30.77% for the hardest camera pair (4/5). Similar to results in previous datasets, the

best option when considering only the matching rates are the pairwise metric learning approaches.

More importantly, the method with the best trade-off between scalability with respect to the num-

ber of cameras and matching rates is the proposed Kernel MBPLS.

6 Conclusions and Future Works

In this work, we addressed the person re-identification problem in a multi-camera setting consider-

ing not only the matching rates, but also the scalability to real-world scenarios (presence of many

cameras). We presented the novel Kernel MBPLS to learn a single nonlinear regression model
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Table 10: Mean Rank-1 matching rate for different approaches on RAiD dataset.

Method
Probe/Gallery Cameras

4/5 (39) 4/8 (45) 5/6 (25) 5/8 (67) 6/8 (19)
XQDA 28.21 17.78 65.52 38.81 57.89

KISSME 23.08 15.56 55.17 28.36 36.84
MLAPG 30.77 40.00 51.72 41.79 52.63

PLS Subs. 17.95 2.22 24.14 10.45 42.11
CCA 17.95 15.56 27.59 19.40 31.58

KPLS Subs. 7.70 20.00 13.80 11.94 26.32
KCCA 12.82 17.78 27.59 22.39 42.11

Ker. HPCA 23.08 22.22 44.83 23.88 47.37
Ker. MBPLS 30.77 33.33 51.72 26.87 42.11

to the entire camera network in which the models can be learned and updated much more effi-

ciently than the conventional pairwise approaches. A comprehensive experimental evaluation was

presented in two person ReID datasets, demonstrating that the proposed Kernel MBPLS achieves

high matching rates and is robust to the addition of cameras and label information, such as at-

tributes. We obtained 37%, 73% and 74.75% of mean rank-1 matching rates for SAIVT-SoftBIO,

WARD and RAiD datasets, respectively, outperforming other multi-camera and pairwise subspace

learning methods. Therefore, Kernel MBPLS is a feasible solution to the person re-identification

problem in multi-camera scenarios that constraint the application of pairwise metric learning mod-

els.

As a future direction, we intend to evaluate the proposed Kernel MBPLS in other computer

vision research topics. For instance, we want to evaluate the application of Kernel MBPLS in the

combination of multimodal biometric traits in verification and identification systems.
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