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Abstract Face detection in still images and videos has been extensively studied over
the last two decades. Attributed to the recent proliferation of cameras in consumer
applications, research in face detection has gradually transformed into more unconstrained settings, with the goal of achieving performance close to humans. This
presents two main challenges: (i) in addition to modeling the facial characteristics,
understanding the information portrayed by the surrounding scene is important in
resolving visual ambiguities, and (ii) the computational time needed for decision
making should be compatible for real-time applications, since detection is primarily
a front-end process on which additional knowledge extraction is built upon. This
chapter begins with a review of recent work in modeling face-specific information,
including appearance-based methods used by sliding window classifiers, concepts
from learning and local interest-point descriptors, and then focuses on representing the contextual information shared by faces with the surrounding scene. To provide better understanding of working concepts, we discuss our proposed method
for learning the semantic context shared by the face with other human body parts
that facilitates reasoning under occlusion, and then present an image representation
which efficiently encodes contour information to enable fast detection of faces. We
conclude the chapter by briefly discussing some existing challenges.
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1 Introduction
Identifying objects present in images and videos is an important problem in visual
scene analysis. Faces, among different types of objects, have received considerable
attention since they are one of the most common visual cues that humans use to
associate themselves with other humans. Although perceived effortlessly by the human visual system, to train a machine to be adept at this task involves addressing
variations in facial pose, expressions, (dis)guise, lighting conditions of the scene,
and occlusions. Not surprisingly, even before the advances in computer hardware
during late eighties, there have been works that characterize facial properties using
both computational and psychophysical studies [16, 15, 40]. More developments in
still image-based face detection continued through the nineties, where the primary
focus was to model the facial characteristics, using both appearance and geometry, and designing robust classifiers that could separate faces from non-faces [51].
The early 2000’s witnessed an increased usage of data-driven methods towards this
problem, with the classic example of Viola and Jones’ adaptation of boosting [48]
that produced one of the first robust, real-time face detection systems which is still
used in practice. Subsequently, there has been increased focus on utilizing motion
information provided by videos [26], continuously adapting the classifier as new instances emerge [19], and representing contextual sources from the global scene to
augment information about the presence of a face [46].
In this chapter, we provide a concise literature review of important modalities for
face detection. Specifically, we start in Section 2 with a categorization of existing
methods from the stand point of data representation, which includes (i) appearancebased descriptors designed for sliding window methods where every region in the
image is analyzed, and (ii) using local interest-point descriptors where the analysis
is performed in an intermediate stage containing feature responses extracted from
the image. In Section 3, we consider one representative method from each of the
two categories, Adaboost [48] and bag-of-words [45, 20] respectively, and study
them in detail. Section 4 deals with the role of context which, unlike the previous
two sections, do not consider faces in isolation but rather as an inherent part of the
global scene. Here, we present an overview of our proposed method [43, 9] that
learns relationships among different parts of a human to detect faces under occlusion. We then discuss computationally efficient methods for face detection in Section 5, which is important from a practical application perspective. After reviewing
relevant work addressing this problem from the standpoint of both image description
and classifier decision-making mechanism, we propose an image representation that
efficiently encodes the contour information extracted from an image to facilitate fast
contour-based face localization. We then present a related topic on active learning
for face detection, and discuss evaluations of current algorithms in Section 6, and
then conclude the chapter with a listing of some existing challenges.
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Fig. 1 A sample outline of detecting faces using sliding window methods. Training windows corresponding to faces and non-faces are characterized using features, from which a classifier is learnt
to classify windows that are sequentially scanned from a test image. (All figures are best viewed in
color)

2 Categorization of Existing Approaches
A comprehensive survey of different approaches for face detection until the early
2000’s was presented in [51], where the methods were classified into the following
four main categories,
1. knowledge-based methods which build on human-centric perceptual observations of a face,
2. feature-invariants that characterize properties of texture and color which are distinct to faces,
3. template-based methods where different realizations of faces and non-faces are
correlated with test instances in a nearest-neighbor fashion, and
4. appearance-based methods where, rather than using separate templates, some
generalization (or learning) is performed on the facial data to model their characteristics.
However, unlike most of these methods where detection was primarily performed
using sliding windows1 , recent approaches for object detection use a set of different local interest-point descriptors extracted from the entire image and then analyze their patterns to detect facial instances. A popular example is the bag-of-words
approach [20]. Motivated by this, we base our classification of methods for face
detection into the following two categories from a data representation perspective,
• Sliding window-based: Given a set of windows corresponding to faces and nonfaces, these methods extract features such as color [13], texture [11], and contours [28], and then use statistical models such as principal component analysis
[8], support vector machines [34], neural networks [39], hidden Markov models
[29] and Adaboost [48] to learn the patterns of pixels in those windows. These
1

Where windows of different sizes scan the image sequentially to analyze the visual data contained
in them, using one of the above four categories.

4

Raghuraman Gopalan, William R. Schwartz, Rama Chellappa, and Ankur Srivastava
Done separately
Automatically
for each class
extracted interest
point regions
Feature
Codebook
representation
formation

Training images
containing faces

Learning
(offline)
Build classifier

Test image

Image
representation –
face class
Image
representation –
non-face class

Testing: Obtain a similar
“image representation” for
each interest point

Class labels for
each interest
point region

Fig. 2 A sample outline of detecting faces using local interest-point descriptors. Rather than analyzing the entire image using windows, relevant points (or regions) are automatically extracted
from images, and their patterns are analyzed further.

models are in turn used to perform detection across windows of different image scales, by analyzing all regions pertaining to a test image. An illustration is
shown in Figure 1.
• Local interest point-based: Here, the primary representation of an image (or
video) is in terms of local interest-point detectors with useful invariant properties
such as the Harris detector [12], Harris-Laplace [27], Hessian-Affine [27], Maximally stable extremal regions (MSER) [25] among others. Feature descriptions
such as SIFT [22], and Shape contexts [1] are built upon these feature detectors
to form inputs for a classification engine. Hence, instead of directly analyzing all
pixels (regions), the classifier analyzes only those regions with prominent feature
responses. An example is given in Figure 2. This is broadly referred to as the
bag-of-words method, and [20] reviews all related works.
Both approaches have relative advantages; for instance, sliding window methods
are computationally more expensive in general, whereas the interest point-based
methods, despite offering better resistance to minor object deformations, do not
guarantee repeatability of features to the extent offered by sliding window methods.
Before proceeding with a study on this basis, it is important to be aware of other
ways of grouping methods since in addition to data representation, the mode of
classification can also take one of the following two types; (i) generative methods
which model the likelihood and prior, such as Markov random fields [4], and (ii)
discriminative methods that model the posterior directly like, conditional random
fields [37] and Adaboost [48]. Further, there are different learning methods [18]
in constructing the classifier such as, incremental learning and batch learning, and
varying representations of motion information from videos [26] and context [46].
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3 Representative Detection Methods: Adaboost and
Bag-of-words
We now study two fairly popular face detection methods of (i) Adaboost [48], a sliding window method that guarantees provable detection error bounds, and (ii) bag-ofwords [20] which can be used to process feature-level descriptions at interest-points.
We will also discuss how some facial variations such as, pose and occlusions, are
modeled by these methods.

3.1 Adaboost
Viola and Jones [48] proposed an adaptation of boosting [7], a learning algorithm
which models the final strong classifier using a combination of several weak learners, resulting in robust, real-time face detection by minimizing the upper bound on
the empirical detection error. It is primarily a data driven approach that relies heavily on the quality and balance of positive (faces) and negative (non-faces) training
samples using which, different weak learners are employed to capture salient discriminative information. The algorithm is generic in recognizing different objects,
as defined by the training data, and it can be used to analyze different visual properties of the object, depending on the type of weak learners used. An illustration of
the working principle of Adaboost in shown in Figure 3, whose properties form the
main focus of our discussion here.
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Fig. 3 Flow diagram of face detection using Adaboost [48]. Integral image representation (the
appearance information of region D can be computed using the value of I ? at points 1,2,3 and 4),
information extraction using Haar filters, and attentional cascade to sort the features. Image credit:
[48]

We first present the basic version of boosting, the Discrete Adaboost, proposed
by Freund and Schapire [7], below.
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Given: (x1 , y1 ), ...., (xM , yM ) where xi ∈ X are the training data patches (windows), yi ∈ Y = {−1, +1} their class labels (yi = 1 for the face class, and yi = −1
for non-faces), and a set of weak learners h j , j = 1, ..., Nwl
Initialize the training sample weights for the first iteration, D1 (i) = 1/M, ∀i =
1 to M.
For iterations t=1,....,T , Do:
• Train the base learners using the distribution Dt
• Get the base classifier ht : X → R, which minimizes the error

εt = Pri∼Dt [ht (xi ) 6= yi ]
• Choose αt ∈ R, which is a function of the classification accuracy
• Update:
Dt (i)exp(−αt yi ht (xi ))
Dt+1 (i) =
Zt

(1)

(2)

where Zt is a normalization factor, chosen such that Dt+1 will be a distribution.
Output the final classifier:
T

H(x) = sign( ∑ αt ht (x))

(3)

t=1

To detect faces using this learning algorithm, Viola and Jones [48] collected lots
of examples of faces and non-faces of a fixed window size2 to constitute X and their
labels Y . The weak learners h used were Haar-filters [36], a set of rectangular filters
with regions either positive or negative, using which the intensity information of the
data was modeled. The positive regions, when placed on an image patch, replicate
the underlying image, whereas the negative regions result in a zero output. Then,
to effectively learn the strong classifier H(x), the following three components were
proposed.

3.1.1 Integral Image Representation
Since the basic input for analysis is the intensity values of the image pixels, an efficient representation of them will help reduce the computations needed for accessing
those values. Viola and Jones [48] proposed Integral images, a representation which
accumulates the intensity values of the pixels as one travels from the top left corner
of the image to the bottom right. It can be expressed as,
I ? (x, y) =

∑

I(x0 , y0 )

(4)

x0 ≤x,y0 ≤y
2

To perform detection in a test image across scale, different-sized Haar features were used to
analyze the image. Outputs across Haar scales were fused using non-maximal suppression [30], a
post-processing stage that has a considerable impact on the final detection accuracy.
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where I ? (x, y) is the integral image at pixel location (x, y) and I(x, y) is the value of
the original intensity image at that location. Hence to obtain the cumulative sum of
intensities in any region, we require only the value of I ? in the four corners of the
region, thereby resulting in considerable reduction in the amount of computations.

3.1.2 Feature Selection
The next stage is to harness the information pattern in I ? using the weak learners
h. Since the number of such learners is usually very large (much more than the
dimension of the data), an effective way of selecting features is needed. Hence by
using Haar filters, a hierarchical ordering of the weak learners was obtained through
boosting such that the first selected Haar feature would easily distinguish faces from
non-faces, while the subsequent features would provide more detailed descriptions
of faces.

3.1.3 Focus of Attention
Since the percentage of regions within an image containing faces is generally less
than those with non-faces, an efficient way to utilize the above feature selection is
necessary. Hence Viola and Jones [48] proposed the attentional cascade detector
where each stage corresponds to a collection of weak classifiers H(x), where H1 (x)
of stage one is the simplest among all, and it is trained to reject as many (need not
be all) windows with non-faces while retaining all windows with faces. Hi (x), i > 1,
on the other hand, have more stringent requirement in terms of false positives (progressing gradually towards zero) and correct detection rates (being close to one
always). Hence, the number of weak learners h constituting Hi (x) will increase as
i increases, and so does the complexity of the detector. Such a cascade results in
applying the most complex detector at very few windows, since all other windows
rejected by earlier (and computationally cheaper) stages will most likely correspond
to non-faces. The generalization error bounds for this process follow from the original boosting algorithm [7], and it is dependent on the quality of training data used
in determining Hi (x).
3.1.4 Extension to Other Facial Variations
Following this method, there have been numerous other methods using boosting
principles for detecting faces under variations such as pose. The modification comes
in the type of boosting used such as, those that avoid over-fitting of data by having
real-valued confidence intervals for each classifier [6]. One such work [50] used
Real Adaboost [42] to detect faces across in-plane rotations. The main idea was
to use different boosting detectors for each range of facial pose, and then use the
detection probabilities of the initial stages of each detector to estimate the pose
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range corresponding to a test window. The detector with the highest probability is
then executed completely to determine whether a face is present or not. Similar to
this, other challenges in face detection such as occlusion, were handled through
boosting by introducing exemplar occluded faces as positive training samples using
which the classifier is learnt.
The methodology described here for Adaboost can, in principle, be used to visualize the working concepts of other sliding window classifiers such as SVM [34],
neural networks [39] etc. The main modifications appear in the cost function that is
being optimized for, and in the choice of features to represent faces and non-faces
such as, SIFT [22] and local binary patterns3 (LBP) [32, 33].

3.2 Bag-of-Words
Instead of scanning the image in terms of sequential-and-disjoint blocks, drawing
inspiration from the topic models [2] prevalent in document analysis that represent
document(s) using a set of keywords contained in them, bag-of-words approaches
[20] represent an image or an object class using a set of low-level interest-point descriptors. It is using these descriptors, instead of features extracted from individual
pixels, differentiation among objects is performed. Such an approach is also motivated by how humans perceive a scene in that, rather than looking at every window
location in a sequential manner, only the ‘informative’ regions gather our focusof-attention up front. We now discuss the general methodology of such methods in
detecting objects.

3.2.1 Interest-point Detection and Representation
This stage finds interest regions in the scene that convey relatively more ‘information’ than the rest. The definition of ‘information’ depends on the type of interestpoint detector used. For instance, a contour detector will detect regions with high
intensity gradients, whereas a Harris detector finds points at a fixed scale. These
features are then represented using descriptors such as SIFT [22]. In our case, given
a set of training images containing faces and non-faces, without the need to crop the
exact face locations, SIFT descriptors will be computed and form the primary input
for the other stages of detection.

3.2.2 Dictionary Formation
The set of all such SIFT features, across different images containing faces and nonfaces, are then analyzed to compute the codewords or dictionaries. These codewords
3 More references on LBP-related features can be found in the ‘face analysis’ section of http:
//www.cse.oulu.fi/MVG/LBP_Bibliography
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are a reduced representation comprising of only those features, which are most relevant in distinguishing different classes. This is achieved through a vector quantization of SIFT descriptors by merging descriptions at different levels of classification
ability.

3.2.3 Image Representation and Classification
The class of images containing faces and non-faces is then represented using a histogram of these codewords based on which further classification is done. As before,
classification can be done either through generative models such as, Naive Bayes [3]
and probabilistic latent semantic analysis [45], or using discriminative methods like
pyramid match kernels [10]. A sample illustration of general bag-of-words approach
is presented in Figure 4.

Extracting
interest points
from images


Feature description

codebook

Vector quantization

Histogram representation

Fig. 4 Illustration of bag-of-words approach. Extracting interest points, obtaining a feature representation, performing quantization to obtains codebook dictionaries, and culminating with a histogram representation for different objects. Image credit: [20]

An important advantage of this method is its robustness to reasonable object
deformations, since the primary analysis is performed using independent interestpoints portraying the object. For cases where the geometry of parts is also important, there have been extensions of this method that encode the spatial structure of
feature locations [41]. A main debatable point, however, is the lack of guarantee in
consistency of the underlying features. Though the features themselves have some
invariant properties, most studies on this method have only empirical guarantees on
the ‘relevance’ of a feature. This is attributed to the transition in data representation
from a pixel level, as used in sliding windows, onto an intermediate feature-level that
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results in some ‘information loss’. A formal quantification of this loss is important
in addressing this issue.

4 Context
In contrast to the previously discussed methods that model how a facial region,
in isolation, look with respect to other non-face regions, context-based methods
attempts to answer some of the following questions; What information does a face
share with its surroundings? Given some characteristics of the global scene, how
probable is the presence of face in there? The first question is a bottom-up way
of learning the object and its surroundings, whereas the second question is a topdown model of what a scene conveys about the probability of presence of an object.
Hence, context can be viewed as a prior that assists the detection process.

(a)

(b)

Fig. 5 Information conveyed by context for object and scene perception. (a): Though the foreground objects in two images are a 90 degree rotation of each other, spatial support says the first
is a car and the other is a human [46]. (b): the likelihood of regions pertaining to a car with and
without top-down context [20]. Image credit: [46, 20]

Context, a loosely defined term in itself, comes from various sources [5] such as,
local pixel context that captures the statistics of a pixel with its immediate surroundings, 2D scene gist that describes global scene statistics, 3D geometry that deals with
spatial support and surface orientations of object with the real world, semantic context that captures relation among objects, or between an object and activity/ event,
and cultural/ illumination/ weather context, etc.
Though widely acknowledged as a useful information even in the early seventies
[35, 31], only in recent years have we witnessed substantial work in modeling contextual information. For instance, an interesting experiment performed by Torralba
et al [46] using the scene gist to determine possible regions in a scene containing
the object, without running an explicit object detector, illustrated the use of context
for visual inference (Figure 5). This resulted in many more studies that integrated
the notion of scene, object and parts into a single representation. A recent tutorial
[20] provides related information on these fronts.
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4.1 Detecting Faces Using Semantic Context of the Supporting
Human
To provide a better understanding on using context to detect faces, we now describe
two methods [43, 9] that model the relation shared by faces with other parts of the
supporting human (inter-object relationships). The contextual information was represented by learning a set of rules that capture patterns in probabilities of different
detectors trained on the human parts and face, under varying degrees of visual ambiguities such as pose changes and occlusion. These rules were then used to perform
inference through deterministic first-order logic [43], and with probabilistic reasoning using Markov logic networks [9]. More details are provided below.

4.1.1 Design of Detectors
The following set of eight detectors was used as the primary sources of information: face, full-body of the human, head (top), torso, legs, top-and-torso, torso-andlegs, and top-and-legs. The face detector was trained at a higher resolution than
the other seven human part detectors4 . The detectors belonged to the sliding window category. Given a set of training samples, with cropped windows corresponding
to humans, faces and negative examples, the following features were extracted [44];
histogram of oriented gradients (HOG), and co-occurrence matrices of texture information, from each sample. The features were then vectorized and the classification
was performed using partial least squares [49], a discriminative approach used for
dimensionality reduction.

4.1.2 Inference Through First-order Logic [43]
For each sliding window in the test image, there are a set of eight detector probabilities that describe how probable is the presence of the ‘object’ that is modeled
by those detectors. Schwartz et al [43] learned patterns from these probabilities by
grouping them into four different cases for the human detector, and three cases for
the face detector.
•
•
•
•
•

Model M1 : all parts are visible
Model M2 : top is visible, torso and legs may or may not be visible
Model M3 : top is invisible, torso and legs are visible
Model M4 : all body parts are invisible
Model F1 − F3 : face is visible, partially visible, or invisible

The ‘top’ portion of the human detector was given more importance in models Mi
since, the faces carry more discriminative information about the presence of human
4

Since humans can be recognized at distances much farther than what is possible for detecting
faces.
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than the other parts. The probability intervals (upper bound u and lower bound l)
of the eight detectors for these models were learnt in the training phase (Figure
6). During testing, given a detection window W , the probabilities of the part-based
human detectors Pj , j = 1 to 7 and the face detector P f were computed. Using this
information, the rank fW (.) of each model was obtained as follows,
(
1 i f li j ≤ Pj ≤ ui j
fW (Mi ) = ∑
j=1 0 otherwise
(
1 i f li ≤ P f ≤ ui
fW (Fi ) =
0 otherwise
7

(5)
(6)

Schwartz et al [43] then performed inference using fW (.) by learning the correlation
between the information conveyed by person detector models with that of the face
detector. This was done through the following hypotheses.
• H1 : [( fW (M1 )∧ fW (M2 )) > ( fW (M3 )∧ fW (M4 ))| fW (F1 )] - Given a high response
from face detector, does the human detector response correlative positively.
• H2 : [( fW (M3 ) ∨ fW (M4 )) > ( fW (M1 ) ∧ fW (M2 ))| fW (F1 )] - Output of face detector is a false alarm, since the person detector has low responses for top.
• H3 : [ fW (F1 )|( fW (M1 ) ∨ fW (M2 )) > ( fW (M3 ) ∧ fW (M4 ))] - Face detector reinforces the response of human detector.
• H4 : [ fW (F2 )| fW (M3 ) > ( fW (M1 ) ∧ fW (M2 ) ∧ fW (M4 ))] - Face is occluded, but
there is a human present in that window.
• H5 : [ fW (F3 )|( fW (M1 ) ∨ fW (M2 ) ∨ fW (M3 )) > fW (M4 )] - Person detector output
is a false alarm.
An analysis of the performance improvement obtained through this context modeling is presented in Figure 8, where the comparison is done with the methods for
detecting humans [44] and faces [28] that do not use context. However, one restriction of this method is in defining rigid probability bounds (u, l) to compute the
models ranks fW (.). Hence, [9] performed a probabilistic inference of context using
principles from Markov logic networks.

4.1.3 Probabilistic Inference Using Markov Logic Networks [9]
Markov logic networks (MLN), proposed by Richardson and Domingos [38], provide a unified framework to combine logistical and statistical aspects of artificial
intelligence. Since logic handles complexity, and probability handles uncertainty,
the complex and uncertain real worlds can be modeled by assigning probabilities to
rules rather than enforcing hard decision bounds.
More specifically, a logical knowledge base (KB) is a set of hard constraints
on the set of possible worlds (which describes any inference task that the user is
interested in). The goal is to make them soft constraints since when a formula (a
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Fig. 6 Detecting faces using the semantic context shared by faces with the supporting human.
Probability intervals of the human detector models Mi encoding contextual rules [43].

component of KB) is violated by the world, it becomes less probable and not impossible. Hence a MLN is a set of pairs (F̃i , wi ) where F̃i represents a formula in
first-order logic and wi its weight. Using this the probability of occurrence of a
world (an event) XW can be expressed as,
P(XW ) ∝ exp(∑ wi ni (XW ))

(7)

i

where ni denotes the number of true ‘groundings’ (frequency of occurrence) of a
formula F̃i . Together with a set of constants, which specify the basic underlying
relations of a problem, MLN forms a template for the Markov network using which
learning and inference is performed.
To model the semantic context of faces using MLN, [9] proposed the following
steps. Given the input of the eight detector probabilities Pj , j = 1 to 7 and P f ,
• Learn a set of rules to capture the intra-window spatial relations of the detectors (instead of the pre-specified models Mi and Fi ). This includes an exhaustive
combination of different detectors.
• Learn the rules explaining inter-window detector patterns, to model scene inconsistencies such as occlusions.
• Learn the confidence of these rules, (F̃i , wi ) using appropriate training exemplars
and construct the MLN.
• Given a test image, perform inference by grounding the MLN templates.
The modules available in the open source Alchemy system [38] were used for these
tasks. An example illustrating detection using MLN is given in Figure 7, and a comparison between detection methods with and without context is given in Figure 8. A
set of 50 images with nearly 300 humans, many under occlusion, was used for this
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purpose. Training was done using images collected from the internet and from standard datasets to learn the probabilities of the detectors. These results illustrate the
importance of context in detecting faces, and their ability to provide more semantic information. It is interesting to study the effect of other contextual sources on
the face detection accuracy, and to formally quantify the classifier’s generalization
ability in adapting to data instances that are very different from those seen during
training stages.

Fig. 7 Sample detection results from the probabilistic context inference method [9] using MLN.
In addition to detecting object location, information on occluding objects is obtained.

Detecting faces (humans) with/without context
0.7

Probabilistic inference of context (MLN) [9]
Context using first order logic [43]

0.6

Human detector (without context) [44]
Face detector (without context) [28]
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Fig. 8 Performance comparison of methods with and without context models, on an internally
collected dataset.

5 Computational Efficiency
We now discuss a topic that has practical relevance in systems where the operating
time for decision making is critical. This includes most of the computer vision applications, and also pertains to our problem with the integration of face detection
technology in consumer cameras. The need for real-time processing is addressed
in atleast two aspects namely, (i) pruning the search space of the classifier, and (ii)
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developing image representations that facilitate efficient information access for the
classifier. We provide a brief overview of these two categories.

5.1 Navigating the Search Space
An example of this method is the Viola and Jones detector described in Section
3.1.3 where the attentional cascade was used to reduce the number of windows that
require the most expensive classifier. In a similar way, common tree- and graphtraversing methods have also been used to identify the features needed to evaluate
the classifier depending on the test images. Examples include inductive decision
tree pruning [23], dynamic programming [21], among others. More recently, [17]
proposed a branch and bound framework for object localization using an efficient
subwindow search.

5.2 Efficient Image Representations
Integral images discussed in Section 3.1.1 provided an efficient way to access the
image intensities contained in a region. In addition to appearance, many applications rely on the shape information (primarily the contours) to localize objects. One
such method is [28] that detected faces using elliptical contours. Hence in the following section, we address this issue from a computational viewpoint by proposing
an image representation that provides a compact description of image contours.

5.2.1 Fast Contour-based Face (Object) Localization
Analysis of contours primarily involves the computation of edge strength between a
pair of arbitrary points in an image, along the path specified by the task at hand. This
operation, which inherently sums up the edge values of the pixels that lie between
the two interest points, scales linearly with the number of intermediate pixels. Let n0 ,
a variable, denote the range of possible number of such pixels between two arbitrary
points in an image. Our main focus here is to reduce the computations involved at
this stage. We put-forth a two-stage approach that has a preprocessing stage (8) of
static computational complexity using which, the computational load of the fitting
stage (9) is considerably reduced.
More specifically, let f E denote the edge image corresponding to an N1 × N2
intensity image f I . Let Z = N1 × N2 denote the total number of pixels in the image.
Since contours can be locally well-approximated by a collection of line segments,
we discretize the space of f E into No different line orientations Di , i = 1 to No . We
then compute,
SDi (x, y) = SDi (x, y − 1) + fDEi (x, y)
(8)
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o
where Il = {SDi (x, y)}Ni=1
, ∀(x, y) ∈ f I , the line integral image, contains the cumulative sum of pixels SDi (., .) along different possible line orientations. Using this
preprocessing step, we could obtain the edge strength between any pair of points,
0
0
connected by a line, in O(1)
qcomputations instead of the original O(n ) where n can

vary anywhere from 1 to N12 + N22 . This results in a substantial reduction in the
amount of computations needed for the fitting stage where, to detect a contour C0
comprising of M 0 line segments, we obtain its likelihood LC0 in only O(M 0 ) additions
by the following,
Sumi = abs(SDi (x1 , y1 ) − SDi (x2 , y2 )), ∀i = 1 to M 0

(9)

M0

LC0 = ∑ Sumi

(10)

i=1

where {(x j , y j )}2j=1 denote one such pair of end point locations at an orientation Di .
To provide more insight, let us now qualitatively analyze the computational complexity of contour fitting. Let P0 be the set of shape primitives representing C0 under
different deformations such as, translation, rotation, scaling and shear. To detect
faces, P0 would ideally comprise of ellipses with all possible parameterizations.
To find the region corresponding to C0 from the edge map f E , irrespective of the
matching process like correlation or the Hough transform, one needs to estimate
the likelihood LPi0 of each of the primitives Pi0 ∈ P0 at all possible locations in f .
If N10 denotes the total number of fitting operations, this process requires O(N10 n0 )
computations, where n0 is a variable defined previously.
To circumvent this computationally intensive process, we introduce Il (8), a preprocessing stage, which has an one-time operational complexity of O(ZNo ). Hence
during fitting, we could accomplish the task of detecting any linearly approximated
object contour in O(N10 M 0 ) operations, without the need to separately compute the
edge strengths corresponding to all Pi0 . The upper bound of computations needed
for fitting, CF , is therefore given by,
CF = O(N10 M̄i0 )

(11)

where M̄i0 = max Mi0 , and Mi0 is the number of line segments in the contour Pi0 . This
i∈P0

brings in computational savings since, (i) ZNo is generally several orders of magnitude less than N10 n0 , and (ii) CF , in addition to being small when compared with N10 n0 ,
offers more immunity to the increase in number of contours C0 when detection spans
across multiple classes of objects, in addition to faces. This representation can also
be extended to arbitrary curves, to better approximate the contour, however at an
increased pre-processing cost. We provide an illustration of face detection using Il ,
and a computational comparison of our method with a contour-based face detector
without using the pre-processing Il [28] in Figure 9.
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Algorithmic speed−up: Performance comparison
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Fig. 9 Computationally efficient face detection using contours. (a): An overview of the proposed
line integral image representation (8). Three line orientations were chosen (No =3), and the facial
contour was modeled as hexagons with varying side lengths. (b): Comparing the computations
needed for our method with that of [28]. The image f was of size 240 × 320, and the computational
time taken to detect faces is given as a function of the number of hexagonal contour primitives (P0 )
used.

6 Other Related Topics and Conclusions
Finally, we shall discuss a related topic from online learning, which improves performance of face (object) detection methods by adapting the classifier to learn from
new instances, and some methods for evaluating the existing algorithms.

6.1 Online learning
Humans generally adapt their inference skills by learning about the world as they
see it. Keeping in pace with this continuous accumulation of knowledge, online
learning departs from the traditional paradigm of viewing the classifier design as
an offline stage, and establishes feedback with the information conveyed by new
instances of visual scenes. This makes more sense because offline training assumes
all prior information about the classification task is available at that instant when
the classifier is learnt, which is this is generally not true. Therefore, learning the
classifier on-the-fly provides a better model of prior, especially when the amount of
visual data is ever-increasing.
Establishing such a feedback generally requires some form of supervision from
the user in telling whether the system is making wrong decisions, either in missing
to detect objects or incorrectly detecting regions that do not pertain to the specific
object category. This has lead to a slew of (semi-)supervised learning techniques to
adapt the previously proposed offline-classification algorithms onto this new learning paradigm. A comprehensive overview of such approaches can be found in [18].
The general form of such methods can hence be viewed as,
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Decisiont = f2 ( f1 (Train, Test, Decision[0:t−1] ))

(12)

where Train and Test refer to data pertaining to training and testing sets, and
Decisiont denote the classifier decision at the time instant t. f1 and f2 are the functions corresponding to data representation, and classification. Some relevant methods using this principle for detecting faces include multiple-instance learning [24],
and predicting the cost of effort (in adapting the classifier) versus reward (improvement in detection accuracy) [47].

6.2 Evaluations
Lastly, an important component in measuring the performance of any vision system
is the availability of a good dataset on which, the receiver operating characteristics
(ROC curves) are determined between correct detection rates and false accept rates.
Until the early 2000’s, when the face detection was still at its early stages, the CMUMIT dataset [39] was the de-facto standard for evaluations. It contains images with
both frontal and profile faces. Since then, with the research on face detection focusing more on unconstrained settings, the UMASS dataset [14] offers good exemplar
images to supplement the challenge. The ‘characteristics’ of a good dataset is, however, a debatable topic5 .
With more than twenty years of research, contributions towards different paradigms
of face detection problem have resulted in substantial strides towards matching human visual capabilities. However, as is the case with most computer vision problems, we are still short of being perfect. Some of the emerging trends that could
further drive this research are as follows: (i) better learning strategies to know relevant information in the scene with minimal, and ideally zero, supervision, (ii) understanding contextual information in a more formal way through better computational models of the human visual process, and (iii) computational efficiency using
concepts from graphical processing units (GPU) and cloud computing.
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