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Abstract—To finding pedestrian in images, a common technique employed is to sample the image densely via sliding
window, generating a large number of detection windows which
are presented to a classifier. This approach requires a high
computational cost once several windows are generated. There are
several solutions aiming at reducing the computational cost, but
they still are unable to handle large amounts of visual data. In this
work, we study the employment of simple filtering techniques not
based on machine learning techniques to quickly discard parts of
the image without losing relevant information to the pedestrian
detection task. To evaluate the gain provided by such filtering
approaches, we apply a variety of detectors only to the maintained
regions of the scene. Experimental results demonstrate that a high
number of detection windows can be discarded by the evaluated
filters without compromising the accuracy and speeding up the
detection process.
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I.

I NTRODUCTION

Initially employed by Papageorgiou et al. [1] on the pedestrian context, the sliding window approach is widely used in
object recognition tasks [2]. This technique samples the image
densely by scanning it with a sliding window, ensuring that all
objects are covered. While a fine-grained scanning provides a
large number of windows yields a better detection accuracy, at
the detection, the computational cost increases significantly.
Several pedestrian detection optimization approaches have
been proposed in the past years to address the referred problem. The majority of the optimization approaches focuses on
four main aspects, namely: (i) computing fast features [3],
[4]; (ii) cascades of rejection [5], [6]; (iii) parallelization and
use of GPUs [7], [8]; and (iv) filtering regions of interest [9],
[10]. Among these approaches, filtering regions of interest is
a simple and effective manner of speeding up the detection.
It focuses on reducing the amount of data processed, which
allows the extraction of fewer features and fewer samples
(detection windows), consequently reducing the computational
cost. Filtering approaches are based on two prior knowledges:
(1) only a subset of all detection windows contains the target
object and (2) several detection windows cover the same object
at the scene [11], [9], [10].
Although filtering approaches are effective, it is unclear
which filter is more appropriate according to detector employed since there is not a study evaluating this relationship. In
addition, even though similar studies have been performed in
previous works [12], [4], where several techniques to improve
the detection rate were evaluated, to the best of our knowledge,
there is not a comparison among the filters in terms of

Fig. 1. Translucent areas demonstrate regions eliminated by filtering stage for
different filtering approaches. Some filters removed more regions than others,
yet, all preserved the pedestrian (the random filtering, also considered in this
work, was not showed since it is difficult to be visualized).

efficiency and robustness, i.e., the ability of rejecting detection
windows while preserving a high detection rate. This motivated
this work to evaluate and compare filtering approaches to both
reduce the search space and keep only potential regions of
interest to be presented to detectors, as depicted in Figure 1
We evaluate the filters in the pedestrian detection context,
using four distinct detectors on the well-known INRIA Person
Dataset [13]. The experimental results demonstrate that the
evaluated filters are able to discard a large number of windows
without compromising the detection accuracy. Moreover, some
filters proved able to reject more than 50% of the candidate
windows with only a slightly increasing in the miss rate.
II.

R ELATED WORK

Figure 2 illustrates the steps employed recent approaches
to detect pedestrians in an image. Initially, the image is
downsampled by a scale factor generating a set of new images,
this procedure is named scale pyramid. Then, a window
(usually with 64 × 128 pixels) slides on each image of
the pyramid yielding several candidate windows. Once the
candidates have been generated, they might be presented to an
optional filtering stage, employed to remove a large number
of candidates quickly, usually without relying on machine
learning techniques. Finally, for each candidate window, features are extracted and presented to a classifier that assigns a
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Diagram illustrating the detection pipeline. Dashed lines denote a optional step, where this work operates.

score, which will be considered as the likelihood of having a
pedestrian located at the particular location in the image.
As observed by Dalal and Triggs [14] and Dollár et al. [15],
these strategies are relevant factor in pedestrian detection
and might increase considerably the detection performance.
However, this improvement yields a high computational cost.
A simple manner to address this problem is to reduce the
search space by employing a filtering stage. In this section we
review some works that focus on reducing the computational
cost without reducing the detection rate significantly.
Masaki et al. [7] showed in their work efficient ways
to extract descriptors, such as HOG [14], using GPU. In
the same way, Benenson et al. [8] adapted the C HN F TRS
detector [16] to a parallel architecture and also extracted
descriptors based on GPU, achieving a high speedup and better
accuracy compared to other state-of-the-art methods. Although
parallelization and GPU algorithms are not addressed in this
work, the presented approaches may benefit from them since
they are complementary.
Based on the observation that different images present
similar log spectrum, Hou et al. [17] proposed an approach to
remove the redundant information and preserve the non trivial
parts of the scene. Their saliency detector aims at reducing
the computational cost without knowing any prior information
regarding the image. To find objects in the image I, the
authors applied a threshold, τ , on the saliency map S(I). This
threshold was empirically estimated as τ = 3E(S(I)), where
E represents the average of intensity in the saliency map. Then,
Silva et al. [9] proposed an extension of [17] to pedestrian
detection, where a saliency map was build for multiple scales.
Unlike Hou et al., Silva et al. computes τ based on a trade-off
between false negative and selected regions. Similarly to [9],
we are applying the saliency map for each image in a pyramid
of scales but we evaluate the use of a threshold according to the
relation between the rejection rate and recall which, according
to the experimental results, improves the results.
In [10], a random filtering was proposed based on an
uniform distribution. In their work de Melo et al. [10] demonstrated that selecting 14% of all candidate windows is enough
to cover around 83% of the people on the INRIA Person
Dataset. Moreover, the authors proposed a method named
location regression where each window is displaced by ∆x
and ∆y adjusting itself better on the pedestrian. Despite this
procedure improve the detection performance, the ∆x and ∆y
values must be previously learned in a training step. Hence, we
are evaluating the random filtering only on selection stage once
the focus of this work is evaluate simple filtering approaches
that do not focus on learning.
Even though focusing on object recognition, Singh et

al. [18] employed a filtering technique to remove regions of
the images unlikely to contain objects. In their work, the
authors utilize the energy gradient to discard regions of the
image (named patches) with low energy (e.g sky patches).
Inspired by that work, we adapted the procedure to operate as
filtering stage, rejecting regions of the image with low gradient
magnitude. Besides, also inspired by [18], we developed a filter
based on entropy of gradient orientation. Both filters will be
discussed in details in Section III-A.
III.

E VALUATION M ETHODOLOGY

This section describes the evaluation methodology proposed to evaluate the filtering stage. We first describe each
filtering approach and its properties (Section III-A). Finally,
we briefly explain the detectors employed in the evaluation
(Section III-B).
A. Filtering Techniques
The following filtering approaches are used in our evaluation, the entropy filter, the magnitude filter, the random
filtering, and the saliency map based on spectrual residual.
Entropy filter. The main idea behind this filter is to extract a
histogram of gradient orientation for each detection window to
reject those windows related with histograms presenting low
entropy. For instance, homogeneous (flat) regions in the image
present lower entropy due to its more uniform distribution
when compared with windows containing a human (rich on
edges in a given orientation). The process is the following.
Initially, we compute the image derivatives Ix0 and Iy 0 ,
regarding to x and y, using a 3 × 3 Sobel mask [19]. Then,
we estimate the orientation (0◦ to 180◦ ) for each pixel i using


Iy0 (x,y)
θi = arctan
.
(1)
Ix0 (x,y)
Afterwards, we generate a histogram h incrementing its respective bin θi by the magnitude of the pixel (the number of
bins was set experimentally to be nine). We are accumulating
the magnitude to soften the contribution of noisy pixels on
h. Finally, we normalize h using the L1-norm to become a
probability distribution and estimate its entropy as
E(w) = −

bins
X
(p(hi ) log(p(hi ))),

(2)

i=0

where p(hi ) denotes the value of the normalized bin i and
E(w) is the entropy to detection window w.
Magnitude filter. The average of the gradient magnitude
within a detection window can be used as a cue for discriminating humans from the background. As illustrated in

where η is the desired confidence, n denotes the number of
elements in W which has F[wi ] smaller than the maximum
of F[wi ] among the elements in W̃ .
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Fig. 3. Regions of the image captured by two different sliding windows and
their respective magnitude images where M is the average gradient magnitude
computed from each region using Equation 3.

Figure 3, there is a gap between the magnitude values of
regions containing background and regions containing humans.
Therefore, we can utilize this interval to reject detection
windows with background. This is a similar procedure that
Singh et al. [18] employed to discard image patches.
To this filter, we initially compute the image derivatives
as in the entropy filter. Then, we add all values inside the
detection window as

1 X X q 2
M (w) =
Ix0 (i, j) + Iy20 (i, j) ,
(3)
N i j
where N is the window size.
This filter is relatively simple and our experiments demonstrate that a large number of windows can be discarded.
Besides, it presents two important aspects: (1) when using
integral images, the average magnitude can be computed using
only four arithmetic operations yielding a faster filtering stage;
(2) the magnitude is a feature widely used to create the image
descriptors, such as the HOG, therewith detectors based on
such descriptors does not have extra computational cost after
this filtering stage.
Random filtering. The random filtering technique consists of
randomly selecting a sufficiently large amount m̃ of windows
from the set of detection windows W , which has cardinality
m = |W | [10]. The approach relies on the Maximum Search
Problem theorem [20] to ensure that every person will be
covered. The theorem provides a set of tools that allows to
estimate the required number of windows m̃ to be selected.
The problem is formulated as the following. Let W =
{w1 , . . . , wm } be the set of m detection windows generated
by the sliding window approach. In this problem, one needs to
find a window ŵi that maximizes the criterion F[wi ], which
evaluates whether a detection window covers a pedestrian or
not. The problem is usually solved by evaluating each window wi regarding such criteria, thus requiring m evaluations.
However, such evaluations are expensive, since the number of
windows is large. The Maximum Search Problem states that
one does not need to evaluate every window. By selecting a
random subset W̃ ⊂ W sufficiently large, it is very likely, that
the maximum over W̃ will approximate the maximum over W
(with a confidence η).
The size m̃ = |W̃ | of this random selection can be
estimated by
log (1 − η)
,
(4)
m̃ =
ln (n/m)

Fig. 4.

Sliding window approach on saliency map.

Salience map based on spectral residual. In their work, Hou
and Zhang [17] observed that images share the same behavior
when viewed from the log spectral domain. Using this feature,
the authors proposed a method to capture the saliency regions
of the image removing redundant information and preserving
the non-trivial regions in the scene. Following [9], we apply
the saliency map on multi-scales as this procedure outperforms
the original method proposed in [17]. Moreover, we demonstrate that the choice of the threshold is essential to reject a
larger number of detection windows without compromising the
accuracy.
As before mentioned in Section II, the threshold used to
consider a detection window valid is based on the global mean
of the saliency map. In this work, we propose two alternative
thresholds: (1) the sum of the saliency pixels within a detection
window is greater or equal to one, and (2) the sum of the
saliency pixels within a detection window is greater than 10%
of its dimension. In our experimental results, we show that our
second proposed threshold allows to discard a larger amount
of candidate windows, without affecting the detection rate.
To this filtering stage, we apply the sliding window approach as following. First, we generate a saliency map S
for the image I following the process proposed in [17].
Afterwards, we scan S(I) via the sliding window technique.
Then, the image is downsampled by a scale factor and the
process above is repeated, as illustrated in Figure 4.
B. Pedestrian Detectors
We are evaluating the filtering stage on the following detectors: HOG, PLS, and detectors based on oblique random forest.
Details regarding these detectors are described as follows.
HOG detector. The detector based on the Histogram of
Oriented Gradients (HOG) descriptor proposed by Dalal and
Triggs [13] enabled several advances mainly on the pedestrian
detection problem. The procedure to extract HOG features
works as follows. Initially, the detection window is divided
into small regions called blocks, which are further divided in
cells. Then, each pixel inside of the cell contributes with its
orientation to yield a histogram of orientation. Finally, the cells
within a block are grouped and their histograms are concatenated and normalized, generating the final descriptor [2].

After extracting feature descriptors, the authors trained a
linear SVM to classify a detection window in human/nonhuman. To improve the accuracy, “hard negatives” are searched
exhaustively to estimate a better classification model. Such
procedure is named bootstrapping and is commonly used since
its iterations are essential to increase the detection results [13].
PLS detector. Schwartz et. al [21] proposed a pedestrian detector that combines texture, color frequency and HOG features.
These features when combined spanning a very high features
space rendering many traditional machine learning techniques
intractable. To address this, the Partial Least Squares (PLS)
was employed to project high features descriptors onto a low
dimensional latent space, used to learn a quadratic classifier.
In contrast to [21], we are using only HOG features to span
the latent space created with PLS, as described in Section IV.
Although Schwartz et. al [21] employed the PLS as
dimensionality reduction, it also can be used as regression.
To this, we need estimate the regression coefficients, β, as
β = W (P T W )−1 T T y,

(5)

IV.

In this section, we evaluate several aspects of the filtering approaches and presents their results. The approaches
were implemented using the Smart Surveillance Framework
(SSF) [25]. For the HOG Detector [13], we used its OpenCV
version bundled in the SSF. For the saliency map, we used its
version that is available online1 .
Experimental setup. Our experiments were conducted on the
INRIA Person Dataset [13]. This data set is partitioned into
training and testing sets, where the positive training set contains 2, 416 positive training samples, normalized to 64 × 128
pixels. Its negative counterpart contains 1, 218 background
images of various sizes, which we randomly sample windows
of size 64 × 128 to generate the negative training set. The
testing partition contains 288 images with 589 pedestrians. The
large pose variation, wide range of illumination and weather
conditions make this a challenging dataset.
Throughout our experiments, we consider detection window as valid if it satisfies the Jaccard Coeffiecient, following

where W is a matrix of weight, in which the columns represent
the contribution of each feature of the samples P about its label
y, T is the matrix of the variables in the latent space.
Oblique Random Forest Detector. Unlike of the traditional
random forest, based on orthogonal splits, oblique random
forest provides better data separation once the samples are
separated by oriented hyperplanes [22]. To find these hyperplanes (projection matrix), we are using the PLS and SVM.
While the former computes the hyperplane using Equation 5,
the latter employs a classical linear kernel, since it has shown
to be appropriated to pedestrian detection [23].
After estimating the projection matrix, we project the data
(positive and negative samples) onto it and estimate the better
threshold that separates the training data. To estimate the
threshold, we employ the gini index computed on a root node,
Rj , and its children, Rjls (left child) and Rjrs (right child),
following
∆L(Rj , s) = L(Rj ) −

| Rjls |
Rjrs
L(Rjls ) −
L(Rjrs ), (6)
| Rj |
Rj

where
L(Rj ) =

K
X

Jaccard =

area(A ∩ B)
> 0.5,
area(A ∪ B)

(9)

where A represents the ground-truth detection window and B
the prospective detected pedestrian.
Feature extraction. We extract the HOG descriptor for both
training and testing samples following the configuration proposed in [13], with blocks of 16 × 16 and cells 8 × 8. This
setup results in a descriptor size of 3780 features. We are using
this configuration for all detectors to provide a comparison not
influenced by the features.
Scaling factor evaluation. Pedestrians can have different
heights in an image due to their distance to the camera [15].
Therefore, to ensure that all people are covered by the detection
windows, a common technique is to employ a pyramid scale,
keeping fixed the sliding window size. To generate this pyramid, we employ an iterative procedure that rescales the image
by a scale factor α, in which the new image is generated by
applying this scale factor to the previously generated image.
1 http://www.saliencytoolbox.net/

pji (1

−

pji ),

(7)

5

i=1

6

During test, for a given candidate window, c, we estimate
its probability of belonging to class v using
T
1X
pi (c, v),
T i=1

(8)

where T denotes the number of trees composing the forest.
The bootstrapping procedure used on the HOG detector is
also employed by the random forest detector. Nonetheless, for
each bootstrapping iteration, we introduce n new trees in the
forest trained only on the “hard negatives”.
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in which s ∈ S and S is a set of thresholds, K represents the
class identifier and pji is the label of class i at the node j. We
choose gini index because it produces an extremely randomized
forest [24], desirable for generating uncorrelated trees [24].

p(c, v) =
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Fig. 5. Tradeoff between scale factor and number of windows generated for
a 640 × 480 image.

Table I presents the results achieved by the detectors at 100
false positive per image (FPPI), value commonly used to report
the results in pedestrian detection [15], [23]. These results
indicate that denser samplings yield a lower miss rate. This
result emphasizes the use of filtering approaches, enabling the
usage of small values for α, since large part of the generated
windows will be removed in the filtering stage and will not be
presented to the classifier. On the other hand, throughout of
the next experiments we are using α = 1.15, a typical practice
in pedestrian detection [23].
M ISS RATE OBTAINED AT 100 FPPI WITH DIFFERENT SCALE
FACTORS .

TABLE I.

Scale factor α
1.15
1.10
1.05
1.01

HOG+SVM
0.34
0.33
0.31
0.29

PLS+QDA
0.33
0.29
0.29
0.27

oRF-PLS
0.28
0.28
0.27
0.25

oRF-SVM
0.26
0.24
0.23
0.22

1
0.9
Entropy
Magnitude
RandomuFiltering
SaliencyuMap

0.8
0.7
0.6
Recall

In the first experiment, we evaluate the impact of the
scaling factor on the number of detection windows generated,
as well as the miss rate obtained by the detectors. Figure 5
shows that the number of windows grows quickly varying α.
For an 640 × 480 image, while the sliding window algorithm
generates 10 scales with α = 1.15, this number increases to
171 scales when α = 1.01.
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Fig. 6. Threshold approaches analyzed to be used as rejection criteria in the
saliency map.
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2 We consider an ideal detector, the one that if there were a detection window
containing a person, it would classify that window as such (presenting a
person). Therefore, it would achieve the maximum recall for any false positive
per image rate.

0.8

0.9

1

results were achieved by the random filtering, which is able to
discard more than 70% with a slight reduction on recall.
M ISS RATE AT 100 FPPI APPLYING THE FILTERING STAGE
ON THE DETECTORS . VALUES BETWEEN PARENTHESES INDICATE THE
PERCENTAGE OF DISCARDED DETECTION WINDOWS .

TABLE II.

PLS+QDA

oRF-PLS

oRF-SVM

Entropy
0.39(31%)
0.45(41%)
0.58(53%)
0.36(31%)
0.42(41%)
0.56(53%)
0.31(31%)
0.38(41%)
0.51(53%)
0.30(31%)
0.37(41%)
0.51(53%)

Magnitude
0.34(38%)
0.35(44%)
0.38(54%)
0.33(38%)
0.34(44%)
0.36(54%)
0.28(38%)
0.30(44%)
0.31(54%)
0.27(38%)
0.29(44%)
0.31(54%)

R. Filtering
0.36(32%)
0.36(45%)
0.37(53%)
0.33(32%)
0.35(45%)
0.35(53%)
0.30(32%)
0.30(45%)
0.30(53%)
0.28(32%)
0.29(45%)
0.28(53%)

S. Map
0.33(38%)
0.34(48%)
0.34(52%)
0.30(38%)
0.30(48%)
0.31(52%)
0.26(38%)
0.27(48%)
0.28(52%)
0.25(38%)
0.25(48%)
0.25(52%)

Filtering approaches coupled with detectors. Our last experiment evaluates the distinct behavior of the filters when
employed before different detectors. First of all, we defined
ranges of rejection percentages (30 − 40, 41 − 50 and 51 − 60).
We use these ranges to determine the same rejection proportion
among the filters, since we are only interested in analyzing
the relationship between filter and detector. We reported the
miss rate fixed at 100 FPPI. The results are reported in Table II. Figure 8 introduces the detection results obtained by
detectors evaluated. These results can be achieved applying
the filtering stage using any filter, requiring only control the
percentage of discarded windows. For each filter, we fixed a
rejection percentage to avoid increasing the miss rate (which
justifies only one curve per detector).
V.

Number of discarded windows. Figure 7 presents the different percentages of rejected windows achieved by the filters
assuming that an ideal detector2 were to be used afterwards.
In this experiment, we fixed α as 1.15, which generated a
total of 15, 956, 718 detection windows for all testing images
of the INRIA person dataset [13]. One may notice that some
filters were able to reject more than 30%, while preserving the
same recall rate as obtained without window rejection. The best

0.4
0.5
0.6
0.7
PercentageuDiscarded

Fig. 7. Relationship between rejection percentage and recall achieved by
filters (assuming that an ideal detector was employed after the filtering stage).

HOG+SVM

Saliency map threshold. Our next experiment evaluates the
power of the saliency map to discard candidate windows using
different threshold approaches (as discussed in the Section
III-A). According to the results showed in Figure 6, the
proposed threshold approach is able to discard a larger number
of detection windows. It is important mentioned that all the
thresholds evaluated achieved the same recall.

0.1

D ISCUSSION

According to the results showed in the previous section, the
entropy filter was able to reject a small number of windows
when compared to the other filters. Besides, this filter presented
larger increase of miss rate when a larger percentage of
detection windows were discarded.
The magnitude filter demonstrated to be effective to discriminate background windows from humans. It was able to
reject up to 50% of the candidate windows conserving the
recall rate above 90%.
In the evaluation of the number of discarded windows,
the random filtering outperformed all approaches. However,
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