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Abstract. In several image processing applications, discovering regions that have changed in a set of images acquired
from a scene at different times and possibly from different view points plays a very important role. Remote sensing,
visual surveillance, medical diagnosis, civil infrastructure, and underwater sensing are examples of such applications
that operate in dynamic environments. In this work we propose a novel approach to detect such changes automatically
by using image analysis techniques and segmentation based on super-pixels in two stages: (i) the tunning stage, which
is focused on adjusting the parameters; and (ii) the unsupervised stage that is executed in real scenarios without an
appropriate ground truth. Unlike most common approaches, which are pixel-based, our approach combines super-pixel
extraction, hierarchical clustering, and segment matching. Experimental results demonstrate the effectiveness of the
proposed approach compared to a remote sensing technique and a background subtraction technique, demonstrating
the robustness of our algorithm against illumination variations.
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1 Introduction
The detection of changes in a scene plays a central role in applications such as disaster management,1, 2 urban growth,3, 4 security,5 the detection of burned areas,6, 7 and surveillance.8, 9 In
addition, detecting structural changes is a useful means of gathering information about social and
economic impacts from the environment. In the monitoring of oil pipelines (Figure 1), for instance,
many aspects are used to determine oil prices, including the shutdown of a pipeline. In this application, environmental changes such as the construction of new buildings and natural disasters like
tsunamis and earthquakes can generate several hazards around pipelines. In such cases, the timely
and precise detection of activities affecting the integrity of the pipeline ensures a faster problem
solution, thus preventing bigger disasters and reducing maintenance costs and damages payouts.
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Fig 1 Trans-Alaska Pipeline on slider supports where it crosses the Denali Fault.10 This pipeline suffered some
damage, but no oil spills occurred. The large arc in the pipe in image (b) was caused by shortening of the zigzagshaped pipeline trace in the fault zone.

The usual procedure for detecting problems in the neighborhood of a pipeline is to use human
operators. These operators watch videos from a monitoring camera and identify changes in images
from the scene. However, in general, video monitoring performed by humans is prone to errors,
particularly because of the decreasing attention paid to repetitive tasks that take many hours.11 In
addition, the monitoring of changes using a manual procedure is labor intensive and often impractical, resulting in inconsistent data sampling. To overcome these problems, the monitoring process
could be automated. Besides reducing errors and speeding up the monitoring process, the employment of an automatic approach could be used as a filter to identify key segments from the videos
that should be further analyzed by human operators, helping the operators decide what actions
should be executed.
The basic task of change detection in images involves finding a set of pixels from a reference
image that are different from other images.12 Significant changes may include object removal,
object movement, and variation in the shape of scene structures. Changes in the image caused by
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viewpoint change, noise, illumination changes, nonuniform attenuation, atmospheric absorption,
swaying trees, rippling water, or flickering monitors should be ignored by the change detection
method.
Several change detection approaches use background subtraction13–15 and remote sensing techniques.16–18 In general, the performance of background subtraction is highly dependent on building
and maintaining a background model; most of these techniques are pixel-based, and assume that
the pixels are independent. In remote sensing methods, the accuracy of image change detection
depends on the trade-off between spatial resolution and spectral resolution.19 Most of these techniques suffer from high computational costs.
In this paper, we propose a novel approach to identify which images present significant differences when compared to a reference image. Our method extracts the super-pixels from the images,
and performs hierarchical clustering to find similar segments. Finally, the segments of the reference
image are matched against the segments in the test image based on both visual features. Because
we extract Local Binary Patterns (LBPs),20 our method is invariant to monotonic changes in pixel
intensity. The method is also location constrained, as changes only take place when corresponding
segments present different characteristics.
Unlike background subtraction and remote sensing, our technique does not require a learning
stage, and is capable of detecting changes using only two images (the reference image and a second
image, referred to as test image).
We perform several experiments using datasets acquired under controlled and uncontrolled
conditions to compare our method against the widely used change detection method proposed by
Celik21 and the technique proposed recently by Cheng.22 As the experimental results show, our
approach outperforms both methods.
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The method presented in this paper differs from our previous work (published in short conference version23 ) as follows: (i) we extend the set of experiments to compare the proposed change
detection approaches with recently proposed methods;21, 22 (ii) statistical tests are conducted to
determine whether our method is superior to the others; (iii) the related work section has been
improved, with more detailed descriptions and the addition of more recent methods.
This paper is organized as follows. Section 2 discusses related work. Section 3 describes
the proposed method. The experimental setup and results are reported in Sections 4.1 and 4.2,
respectively. Finally, we discuss our conclusions and ideas for future work in Section 5.

2 Related Work
In recent years, the image processing and computer vision communities have proposed a number
of change detection techniques. Most of these are based on background subtraction and remote
sensing. In this section, we review some approaches that are related to our work.

2.1 Change detection Based on Background Subtraction
Background subtraction methods learn a background model using several reference images that
do not contain any objects. The test phase consists of fitting the pixels of a test image to the
background model and classifying them as foreground or background. The pixels classified as
foreground indicate changes24 between the images.
Background subtraction techniques can be either parametric or non-parametric. The parametric
methods assume that each pixel in the scene can be modeled as a statistical process that might be
approximated by a given parametric distribution or a mixture of distributions. A popular parametric
method is that developed by Stauffer and Grimson,13 which uses a Mixture of Gaussians (MoG).
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Although Stauffer and Grimson’s method is robust to gradual illumination changes and moving
background regions, it does not work properly under sudden illumination changes. The algorithm
fails to classify pixels correctly when a light is turned on or off in an indoor environment, because the background model cannot adapt to the new background sufficiently quickly. Another
disadvantage of MoG is its high computational cost.25, 26
An extension of the work of Stauffer and Grimson was presented by Zivkovic.14 Zivkovic developed an efficient adaptive algorithm using the Gaussian mixture probability density. By choosing the number of mixture components for each pixel in an on-line procedure, the algorithm can
automatically and fully adapt to the scene.
In non-parametric approaches, the background model is not modeled by a parametric distribution,27 but instead estimates a probability density function (PDF) for each pixel. The main characteristic of these methods is their strong data dependence (many non-parametric methods must
store the pixels), which allows them to adapt to rapid changes in the background. Elgammal et
al.27 presented a non-parametric kernel density estimation to perform background subtraction. In
the training step, their approach collects values for each pixel from the training dataset, and estimates the PDF using a Gaussian kernel over the recent observation history of each pixel. Despite
the adaptability of the method for background changes, significant computational resources are
required to store all the samples and estimate the PDFs.
The non-parametric method presented by Maddalena et al.15 is based on a neural neighbor
background model. The authors generated the model by a self-organizing method without prior
knowledge of the patterns involved. Such an adaptive background model can deal with scenes containing moving backgrounds, achieving high detection robustness for different videos taken from
stationary cameras. Another change detection method was presented by St-Charles et al.28 This
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approach is based on the adaptation and integration of Local Binary Similarity Pattern (LBSP)
features in a non-parametric background model that is then automatically tuned using pixel feedback. LBSP can be considered a counterpart to LBP,20 where binary codes are assigned based on
the relationship between a given adjoining pixel and the central reference. The major improvement is related to an internal threshold, which makes the binary descriptors much more resistant to
illumination variations.
Although background subtraction approaches are usually simple, easy to implement, and can
give high quality results, virtually all these approaches have a training step. Thus, they might not
work properly whenever the background scene suddenly changes or there are not enough samples
to estimate the background model. Therefore, they are unfeasible when only a single reference
image is provided.

2.2 Remote Sensing Techniques in Change Detection
Similar to the background subtraction approaches, remote sensing techniques for change detection
also need a learning stage to model the reference image.29 However, unlike background subtraction, remote sensing approaches are based on feature extraction, which avoids errors due to pixel
noise and small changes in the reference image.
Benedek et al.18 proposed a model to reduce the registration errors and noises caused by tall,
static objects such as buildings, trees, and walls. The authors described the background components, i.e., the objects that have not changed, using feature descriptors and a three-layer Markov
Random Field (MRF)30 model to connect homogeneous regions. Similar to the work of Benedek
et al., we propose an approach based on feature descriptors. However, our matching procedure
is constrained to segments located in similar regions in both the reference and test images. We
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also refine our model using the coordinates of the image segments, ensuring that only spatially
corresponding segments are matched.
A multispectral approach for change detection was proposed by Bovolo et al.16 Their technique is based on a compressed representation of a multidimensional feature space. The compression considers all available spectral bands. This representation allows change information to be
displayed and understood. Additionally, an automatic two-step method for both separating unchanged from changed patterns and distinguishing different types of changes was presented. The
authors use two feature descriptors, the magnitude of the spectral channel vector and the direction variable that models information about different kinds of change. As in the aforementioned
methods, a learning step is necessary.
Celik17 computed the difference between the test image and the reference image by decomposing each input image into one low-pass sub-band and six directional high-pass sub-bands at each
scale. Changes are then detected by partitioning the feature vector space into two clusters using KMeans. The algorithm assigns each pixel to one of the two clusters based on the Euclidean distance
between the pixel feature vector and the mean feature vector of the clusters. Another technique
based on clustering is that proposed by Zheng et al.31 The authors applied a decision threshold to
the log-ratio image to generate two types of change detection maps. A simple combination using
the maps obtained by the mean filter and the median filter is then employed to improve the final
change map. The main drawback of both of these approaches is the high sensitivity to variations
in lighting and camera displacements.
Multispectral change detection considers images with various spectral bands. An effective
means of detecting changes in these images is to exploit all available spectral channels based
on a supervised or partially supervised approach. However, it is difficult to collect ground truth
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information for either multitemporal or single-date images. One method that overcomes the limits
of standard unsupervised methods has been developed by Bovolo et al.32 The method is based
on the following: i) a compressed yet efficient 2-D representation of the change information, and
ii) a two-step automatic decision strategy. The effectiveness of the proposed approach has been
tested on two bitemporal and multispectral datasets with different properties (allowing the retrieval
of subpixel variability). The compression is performed by computing the magnitude and angle
between the spectral difference vector and a reference vector. This represents a valuable advantage,
because spectral channel selection would require some prior knowledge about possible changes on
the ground, and such information is often unavailable or incomplete.
In spite of significant progress to solve the problem of change detection, the aforementioned
techniques are highly limited by the large variability introduced by the presence of irrelevant
changes. Virtually all of the approaches we have described (based on background subtraction
and remote sensing) require a learning stage and are computationally expensive. In addition, these
methods are pixel-based, indicating the specific locations of changes in the image—such methods
are susceptible to noise and illumination changes.

3 Proposed Change Detection Approach
Assuming that the area of interest is associated with the problem of monitoring pipelines, agricultural areas, or industrial regions, let I1 and I2 be two images acquired from the same geographical
area at times t1 and t2 , respectively. The goal of our approach is to detect changes in the scene by
analyzing images I1 and I2 . More specifically, given a reference image (I1 ) and a test image (I2 )
as input, we wish to output a score indicating whether there are changes between the test image
and the reference image.
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Fig 2 Diagram illustrating the change detection approach proposed in this work. Each block is detailed in its respective
section.

We tackle this problem by exploiting prior information about the scene. The approach proposed
in this work is composed of three main steps: (1) superpixel extraction, (2) hierarchical clustering,
and (3) segment matching. These steps are illustrated in Figure 2, and are described in detail in the
following sections.

3.1 Super-pixel Extraction
In general, pixel-based methods are very susceptible to noise and do not use semantic information.
The use of image patches allows integrating local context into class segmentation. A common
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approach to overcome these issues is the use of super-pixel techniques. Developed by Ren and
Malik,33 super-pixel consist of extracting higher-level representation for images by partitioning an
image into meaningful regions. This method is more robust to noise than pixels and is useful to
represent objects in images. In our methodology, we used the super-pixel approach developed by
Radhakrishna et al.34 Their approach is built on simple linear iterative clustering (SLIC), which
generates super-pixels by clustering pixels based on their color similarity and proximity in the
image. This technique is capable of producing regular super-pixel shapes, and it also can be employed on both grayscale images and color images. SLIC has two parameters: the size of the
regions (superpixels), τ1 , and the strength of the spatial regularization, τ2 .

3.2 Hierarchical Clustering
To merge different super-pixels that represent the same object, we apply an hierarchical clustering
approach. The clustering step has two main stages: i) extraction of a binary hierarchical tree and
ii) region growing using a similarity measure and spatial constraints. The first step groups the
segments generated by the super-pixel extraction using a binary hierarchical cluster tree. Then, by
using a threshold, we define the height in the tree from which all leafs will be merged.

3.2.1 Binary Hierarchical Tree

We build a tree where each super-pixel represents a leaf node. Initially, there are k leaves for k
super-pixels. Then, the closest pairs of segments (according to a similarity function) are merged
iteratively into a new internal node, parent of the merged nodes, composed by the union of these
segments. The process ends when all super-pixels have been merged to a single node. This structure is then transformed in a dendrogram35 that will be used to obtain the final clustering by per-
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forming a cut according to an experimentally defined threshold λ, to produce segments that are the
best representation of the regions in the image.

3.2.2 Region Growing

To avoid merging non-adjacent segments, we use a region-growing algorithm and the cutoff value,
λ, of the dendrogram. An initial set of small regions is iteratively grouped according to similarity
constraints by the cutoff value. We begin by choosing an arbitrary seed pixel and comparing it with
the neighboring pixels. Segments grow from the seed pixel by adding similar pixels in its vicinity.
When the growth of one segment stops, we simply choose another seed pixel that does not belong
to some segment, and restart the iteration. This process is repeated until all pixels belong to some
segment.

3.2.3 Feature Extraction

Lighting changes are one of the major factors that produce false positive in change detection;
therefore, for robustness against such changes, each segment in our methodology is described by a
feature vector instead of directly through its pixels.
A large number of feature descriptors have been employed for change detection, such as scaleinvariant feature transform (SIFT),36 histogram of oriented gradients (HOG),37 and speeded up
robust features (SURF).38 However, because of its invariance to monotonic intensity changes, we
extract features using the local binary patterns (LBP),20 which has also been employed in a variety
of applications and is extremely fast to compute.
The LBP value of a pixel C = (xc , yc ) and radius R is calculated by thresholding the gray value
of N sampling pixels defined by the indicator function s(x1 , x2 ). The indicator function returns 1
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when the intensity value of pixel x1 is greater than x2 , and 0 otherwise. By considering gc as the
intensity of the center pixel and gp (p = 0, . . . , N − 1) corresponding to the intensity of a pixel
value of N sampling points, the final feature vector is given by summing the thresholded values
weighted by powers of two, as

LBPN,R (C) =

N
−1
X

s(gp − gc )2p .

(1)

p=0

Thereafter, the LBP code given by Equation 1 is computed for each image I using an N neighborhood (in this work, we have used N = 8). Given a super-pixel or segment in an image I,
the LBP descriptor is represented by a 256-bin normalized histogram. This way, a histogram is
calculated for each image segment.

3.2.4 Similarity Measures

To characterize the similarity among segments in hierarchical clustering and segment matching,
we compute the distance between LBP histograms extracted from each segment. Thus, the closest
neighbor segment t of a segment r is given by

cn(r) = arg maxt D(f, r, t),

(2)

where D(f, r, t) measures the similarity between segments r and t according to the similarity
distance f . In this work, we evaluate the usage of three different distance functions: the Euclidean
distance, correlation coefficient, and cosine distance.
The similarity between the segments measures how well the clusters are separated. In particular, given the segments r and t, the similarity value d considering Euclidean distance is computed
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by
dr,t

v
u n
uX
= t (ri − ti )2 ,

(3)

i=1

where n is the number of elements in the histogram.
The values of the correlation fall within the range [−1, 1], in which a value close to +1 means
a strong correlation, zero means that the two features are not correlated, and a value close to −1
means that one feature is proportional to the complement of the other one. The similarity value d
among two segments is computed by

Pn

− r̄)(ti − t̄)
,
Pn
2
2
i=1 (ti − t̄)
i=1 (ri − r̄)
i=1 (ri

dr,t = pPn

(4)

where r̄ and t̄ are the average of the elements in the histogram.
In Equation 5, the value of the cosine is an angle between two features that measures the cosine
of the angle between them. The cosine of 00 is 1, and it is less than 1 for any other angle. Two
vectors with the same orientation have a cosine similarity of 1, two vectors at 900 have a similarity
of 0.
Pn

i=1 (ri × ti )
pPn
.
2
2
i=1 (ri ) ×
i=1 (ti )

dr,t = pPn

(5)

3.3 Matching of Segments
The final step of our methodology is to match the segments between the reference and test images.
We search for segments that correspond spatially. We first locate corresponding segments in both
images. For a given segment in the test image, we locate the segment in the reference image which
corresponds to it by computing the intersection over the union ratio of pixel coordinates in both
segments, which defines a threshold ω1 (this assumes that both images are fairly registered). The
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pair of segments presenting the highest ratios are set as corresponding segments. However, the
matching result still needs to be validated as per the region characteristics, i.e., the corresponding
segments should also have similar features. For each pair of segments, we extract LBP descriptors
and compute their similarity. Then, a segment in the test image is declared as unchanged when the
similarity measure presents a high value. This is illustrated by the diagram in Figure 3.

Fig 3 Diagram illustrating the matching of segments procedure.

The output of our method is a list of similarity values associated with each segment in the test
image. The segments with similarity values smaller than a threshold ω2 are classified as changes.
Finally, the ROC curves are obtained by changing the threshold value over the similarity values.
4 Experimental Results
In this section, we report the results of several experiments to validate our method. We test its
robustness to different illumination conditions, as well as the ability of our technique to reduce
the monitoring time of change detection tasks. First, Section 4.1 describes the experimental setup,
including the dataset and parameter settings. Section 4.2 then compares the proposed method to
others in the literature.
14

Table 1 Datasets summary.

Synthetic
Uninhabited
Y
Urban
Y
RGB
X
Balloon
Y
Stationary camera
N
Acquisition Date
03-2011

non-Synthetic
N
Y
X
N
Y
01-2014

4.1 Experimental Setup
Experiments were conducted using two different datasets: a synthetic dataset, used to evaluate
our method under controlled illumination and a non-synthetic dataset, employed to evaluate our
method in more challenging conditions such as shadow and illumination variations. Table 1 summarizes the characteristics of each dataset; they are described in detail in the following sections.
The synthetic dataset contains a set of scenes recorded in 2011 by PETROBRAS (the Brazilian oil company) over a pipeline network in southeast Brazil. To evaluate the parameters of our
method, we consider a synthetic dataset in which two disjoint sets (one for validation and another
for testing) were generated from a single aerial image by applying several transformations simulating common effects in a capture system: Gaussian noise (with σ = 0.01), small translations (up
to 5 pixels), blur, and contrast/brightness changes. The parameters for these effects were selected
to represent the common possible images that could be acquired of the PETROBRAS pipeline.
Moreover, we manually inserted artificial changes. The main purposes of this test set were to validate our algorithm in a controlled environment and tune the main parameters. It is important to
note that this dataset considers only one image as the reference, with the remainder used as test
images.
The non-synthetic dataset was designed to simulate real illumination conditions, such as sudden illumination changes, environmental conditions, and shadow. Figure 4 shows some examples
15

Fig 4 Sample images from the non-synthetic dataset. (a) image with no changes; (b) image with no changes and the
presence of shadow; (c) and (d) images with changes.

of images from this dataset.
Table 2 Default Parameters.

Parameters
λ
τ1
τ2
ω1
ω2

Description
Cut Tree
Region Size
Regularizer
Region Cut
Features Cut

Values
0.3
130
0.1
0.8
0.8

To determine the optimal parameter values, different settings were applied to each parameter
while the others were held fixed. We selected the values that provided the greatest area under
the curve (AUC). Table 2 summarizes the initial parameters considered in our experiments. The
following sections describe the parameter settings.
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Fig 5 AUC as a function of λ - the cut tree.

4.1.1 Hierarchical tree

We evaluated the tree cutting with respect to the λ parameter. The purpose of the tree cutting is
to unify neighboring super-pixels into larger segments until the correlation between them is less
than or equal to λ. Therefore, all segments with correlations above λ will be merged into larger
segments during the region growing phase, as long as they are adjacent segments. As shown in
Figure 5, we measured the resulting AUC for λ between 0 and 1.
According to the results shown in Figure 5, increasing λ from 0 to 0.6 does not produce much
improvement in the AUC. The best results were obtained with λ between 0.7 and 0.9, with the
peak at λ = 0.8. Further increases in the threshold did not improve the AUC. Thus, λ was set to
0.8 for the remaining experiments.

4.1.2 Super-pixel parameters

For the experiments, we used an available implementation of the SLIC technique,34 which has
two parameters: the super-pixel or region size τ1 and the regular size τ2 . A poor choice of either
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parameter will affect the accuracy of the technique, resulting in semantically worthless regions.
High values of τ1 increase the computation time of the algorithm, and high values of τ2 produce
more regular regions.
We evaluate the parameter τ1 in the range 100–190 (Figure 6). The higher the value of τ1 , the
larger the super-pixel size. The AUC value for τ1 = 130 (default setting) is 0.92. However, the
best value in our setup was τ1 = 180, which produced an AUC of 0.94.
For τ2 (Figure 7), we fixed τ1 = 180 and λ = 0.8, then varied τ2 from 0.001–64. The best result
was achieved when τ2 = 0.1, which gave an AUC of 0.94. We observe two cases. First, for τ2
close to 0, the super-pixels have a more irregular shape. Second, with τ2 above 1, the super-pixels
have a more regular shape. In both cases, there was no improvement in the AUC.

4.1.3 Segment matching

To detect changes, we first locate the corresponding segments in both images, as described in Section 3.2.4. To find the segment in the test image that corresponds to a segment in the reference
1
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Fig 6 SLIC parameters: Tuning Region Size.
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Fig 7 SLIC parameters: Tuning Regularizer.
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Fig 8 Segment Matching: Evaluation of the spatial restriction parameter.

image, we use the parameter ω1 . We determine the threshold that best relates the matching segments in both images. In Figure 8, the threshold varies between 0.1 and 1. The best result in terms
of identifying corresponding segments was achieved with ω1 = 0.6. Therefore, segments whose
intersection over union is less than this value are labeled as changes, and the remaining segments
are labeled as containing no changes.
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Fig 9 Segment Matching: Evaluation of the feature restriction parameter.

The next step is to validate regions using the features. To this end, we tuned the variable ω2 .
Thus, all segments of the test image classified as unchanged by spatial restriction are classified as
containing no changes. This situation occurs if the similarity measure is greater than ω2 . Otherwise, the segment in the test image is classified as containing changes. Figure 9 presents the AUC
values for ω2 between 0.1 and 0.6. The high values can be explained by proper region matching
defined by the threshold of ω1 . We found that ω2 = 0.6 gave the best AUC, from which we perceive the effect of feature matching. Finally, according to Figures 8 and 9, there is a decrease in
the AUC value when the limits are above 0.9. This is because each image will produce a different image segmentation, so it may be hard to find segments with 100% correspondence, either by
spatial restriction or feature matching.

4.2 Comparative Evaluation
Our method was compared with two other change detection methods: PCA-Kmeans21 and FRFT.22
PCA-Kmeans21 is frequently used as the baseline for validating change detection approaches.39–44

20

1
0.9

True Positive Rate

0.8
0.7
0.6
0.5
0.4
0.3

PCA−KMEANS AUC=0.72

0.2

FRFT AUC=0.74
Proposed approach AUC=0.87

0.1
0
0

0.2

0.4
0.6
False Positive Rate

0.8

1

Fig 10 ROC curves for the synthetic dataset.

The FRFT method, on the other hand, is more recent and gives better results. These methods
are based on principal component analysis and k-means, and the latter has a preprocessing step
that uses a fractional Fourier transform. After optimizing the parameters, we defined 10 × 10
non-overlapping blocks, and applied k-means with k = 2 and a fractional order of 0.007. These
methods are described in Section 2.
Considering the parameters in Table 3, we present comparative results using the synthetic and
non-synthetic datasets. To further compare the proposed approach and the baseline algorithms,
we derived the receiver operating characteristic (ROC) curve. The ROC curve describes the target
detection probability against the false alarm ratio with various decision thresholds.45, 46
Table 3 Tuning Parameters.

Parameters
λ
τ1
τ2
ω1
ω2

Description
Cut Tree
Region Size
Regularizer
Region Cut
Features Cut

Values
0.8evaluations
180
0.1
0.6
0.6

Figures 10 and 11 depict the results achieved by each setup. These curves indicate that our
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Fig 11 ROC curves for the non-synthetic dataset.

method is more accurate than the baseline algorithms.
To better understand the results, Figures 12 and 13 show the change detection rates with respect to the sorted dataset percentage (amount of change). The images are sorted by the amount
of change found by the change detection algorithms. For instance, with the synthetic dataset (Figure 12), our approach is able to retrieve 60% of changes with 30% of the database, whereas the
1
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Fig 12 Change detection rates with respect to sorted dataset percentage for the synthetic dataset.
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Fig 13 Change detection rates with respect to sorted dataset percentage for the non-synthetic dataset.

baseline methods retrieve 15%. With the non-synthetic dataset (Figure 13), our method requires
more images to retrieve all of the changed images. This shows that the user would need to spend
more time watching the monitoring camera if the baseline methods were used. Therefore, employing an automatic system could filter images, providing a shortlist of frames that should be further
analyzed. This would assist operators in determining which actions should be executed.
1
0.95
0.9
0.85

AUC

0.8
0.75
0.7
0.65
0.6
0.55
0.5
Proposed approach

FRFT

PCA−KMEANS

Fig 14 Change detection error with the synthetic dataset. Graphical representation of the variability of data, used to
indicate the error or uncertainty in a reported measurement.
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Fig 15 Change detection with the non-synthetic dataset.

To analyze the results statistically, We ran the proposed approach and the baselines 30 times.
We can conclude that the observed effect reflects the above experiments. Thus, we approximate
with a normal distribution.47–49 The confidence interval is defined by

CI = µ ± 1.96(σ/n1/2 ),

(6)

where µ denotes the distribution mean, σ is the standard deviation, and n is the number of samples.
The factor of 1.96 corresponds to a 95% confidence interval, reflecting a significance level of 0.05.
Figures 14 and 15 show the AUC of each distribution and confidence interval given by Equation
6 for the synthetic and non-synthetic datasets. One can see that there is no overlapping in the
confidence interval. Therefore, the difference is significant, which shows that the approaches are
statistically different. For a more detailed analysis, a hypothesis test was performed.
We used a t-test to compare the means of two samples with respect to the AUC using

H0 : AU C1 = AU C2 , H1 : AU C1 > AU C2 .
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(7)

Table 4 t-test on the AUC values.

Dataset
Method
Synthetic
Proposed approach × PCAKMEANS21
Synthetic
Proposed approach × FRFT22
Non-synthetic Proposed approach × PCAKMEANS21
Non-synthetic
Proposed approach × FRFT22

p-value
Confidence Interval
3.0213e-35
0.5126 - 0.5933
8.2122e-36
0.5158 - 0.5950
8.9300e-66
0.7874 - 0.8219
4.6667e-62
0.7762 - 0.8157

The null hypothesis is accepted if there is no statistically significant evidence that the approaches are different. Otherwise, the approaches are statistically different, and the first approach
is better than the second.
Comparing the proposed approach with PCA-Kmeans and FRFT using the hypothesis in Equation 7, we obtained p-values of 3.0213e − 3 and 8.2122e − 36, respectively (see Table 4). Thus, at
a significance level of 0.05, the null hypothesis is rejected; that is, we can conclude, with 95% confidence, that the methods are different and that the proposed approach is better than the baselines.
By using Equation 7, we reach the same conclusion for the non-synthetic dataset. The p-values
are 5.1912−25 and 3.8427−26 , sufficiently small that we can safely assume the null hypothesis to
be false. The confidence interval is positive, indicating that the proposed approach gives better
results.
The different results can be explained by the influence of illumination and changes in the background, conditions that our approach handles better than PCA-Kmeans21 and FRFT.22 The results
demonstrate the importance of developing a method that is robust to illumination changes using
robust feature descriptors. Otherwise, changes in illumination, which are common in aerial images
taken at different times, might be mistakenly classed as relevant changes.

4.3 Visual comparative evaluations
Figure 16 shows some qualitative results for the non-synthetic dataset. Illumination changes and
vehicular traffic are present in the scenery of the input images in the first row (Figures 16(a)–(c)).
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Fig 16 Visual comparative evaluations using the non-synthetic dataset. (a) Reference image; (b) Test image with no
change and with shadow; (c) Test image with change; (d) PCA-Kmeans21 change mask results from image (a) and an
another no-change image; (e) FRFT22 change mask results from image (a) and another no-change image; (f) Proposed
approach change mask results from image (a) and another no-change image; (g) PCA-Kmeans21 change mask results
from image (a) and image (b); (h) FRFT22 change mask results from image (a) and image (b); (i) Proposed approach
change mask results from image (a) and image (b); (j) PCA-Kmeans21 change mask results from image (a) and image
(c); (k) FRFT22 change mask results from image (a) and image (c); (l) Proposed approach change mask results from
image (a) and image (c).

26

We can clearly see in Figures 16(d) and (e) that the change maps given by PCA-Kmeans21 and
FRFT22 suffer from the influence of this change in illumination. Figure 16(f) shows that the use
of regions and descriptors that are invariant to monotonic transformations allows our approach to
distinguish the effects of illumination. The results given by the proposed technique are qualitatively
better than those given by the other approaches. Additionally, Figures 16(g)–(i) show that the
approaches are not invariant to nonlinear transformations such as shadow. Figures 16(j)–(l) indicate
the qualitative change in the images.
In Figure 16(l), the region detected as a change by the proposed method is larger than that
detected by the other methods, because nearby regions with the same texture are merged. Generally
speaking, during the acquisition of satellite images, different types of noise could be present (e.g.,
illumination). Thus, it would be interesting to see how the proposed automatic change detection
method can combat different types of noise interference.

4.4 Comparative evaluation of performance
PCA-Kmeans21 employs PCA, which is usually used for dimension reduction and feature extraction. The eigenvector space is built by applying PCA to non-overlapping square blocks collected
from the different images (reference image at time t1 and test image at time t2 ). The number
of selected eigenvectors determines the dimensionality of the feature vector. The feature vector
at each pixel position is computed by projecting the local change in pixel values onto the eigenvector space. Binary k-means clustering is then applied to the PCA-extracted feature vectors to
compute the change mask. This algorithm is computationally simple (linear cost) but effective for
unsupervised change detection.
Satellite images suffer with interference from speckle noise. Therefore, before applying PCA27

Kmeans,21 Cheng et al.22 used a fractional Fourier transform to remove the speckle noise. The
FRFT is a family of linear transformations that generalize the Fourier transform.50
In this work, we have presented a novel change detection method based on super-pixel extraction, hierarchical clustering, and segment matching. The superpixel extraction has a complexity of
O(N ),34 and results in better quality super-pixels for a very low computational and memory cost.
It needs only the desired number of super-pixels and regular parameters as input. Although the
super-pixel extraction incurs a linear computational cost, the cost of combining the clusters in the
hierarchical clustering step is quadratic.51 However, the hierarchical clustering algorithm is simple
to implement, and produces a decreasing number of clusters at each step. The clustering at each
step results from merging two clusters from the previous step. In addition, the hierarchical clustering step meets the need to minimize the effects of noise and creates semantically meaningful
clusters. This was demonstrated in Section 4.3.

5 Conclusions
This paper has described a novel approach for the detection of changes in aerial images. The
approach combines three concepts: i) the use of super-pixels, ii) region growing instead of single
pixels for the preliminary detection of areas showing significant changes, and iii) the definition of
features for effective change detection in each segment.
The method identifies changes in different images according to the extracted segment information. Each test and reference segment is then analyzed according to its position within a specific
area using the intersection over union. To validate the change detection, we extract features from
each segment. Note that our assumption on the availability of prior information about the usage of
different areas (and thus on the expected kinds of change) is reasonable, since the method has been
28

developed for high-frequency surveillance/monitoring of sensitive areas such as parking, airports,
pipelines, and agriculture.
The approach, which is completely automatic after initialization, was tested on two datasets
with different levels of complexity. In both cases, the proposed method effectively detected all of
the expected types of change, outperforming two baseline methods found in the literature.
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